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Abstract

3D scene understanding aims to interpret complex visual scenes and extract essential
geometry information from 2D images. It involves tasks such as estimating depth maps,
camera pose, and surface normals to gain insights into the spatial layout of the scene.
Additionally, it encompasses high-level vision tasks such as semantic segmentation, ob-
ject detection and recognition, which contribute to a comprehensive understanding of
the content and structure. On the other hand, 3D reconstruction refers to the process of
generating a geometric representation of the scene in three-dimensional space, typically
using a set of images or depth maps to reconstruct its shape and structure accurately.

Conventional approaches to learning visual geometry information often rely on hand-
crafted features, which can be labor-intensive and prone to errors. In contrast, deep
learning-based methods aim to develop robust and e cient network structures and train-
ing strategies that enable learning from data and facilitate intelligent decision-making.
This thesis is dedicated to addressing these problems from a deep learning perspective,
focusing on three key aspects: 1) Depth estimation from stereo inputs, 2) Object detec-
tion and segmentation, and 3) 3D scene reconstruction. By leveraging neural networks
in these areas, we aim to enhance the accuracy and e ciency of geometry understanding.

In the depth estimation task, two novel neural network frameworks are proposed to
estimate depth/disparity by learning better features or optimizing neural architecture
from stereo inputs. Conventional methods are impractical for time-critical applications
like autonomous driving and robotics as they can take several seconds to minutes to
process a pair of stereo images. An end-to-end heretical framework is introduced to
solve this problem. By leveraging AutoML techniques,i.e. Neural Architecture Search
(NAS), we are able to nd an optimal architecture for deep stereo matching and achieve
top-1 accuracy among various benchmark datasets. Further, we investigate the e ect
of transformers for laparoscopic stereo matching, in terms of loss landscapes, projected
learning trajectories, and in-domain/cross-domain accuracy. This allows us to propose
a new hybrid stereo matching framework that combines the best of the CNN and the
transformer in a uni ed design.

Object detection and segmentation tasks are crucial for 3D understanding, serving as
essential prerequisites for 3D scene reconstruction. Unlike the direct segmentation of 3D
data, performing 2D segmentation is generally more straightforward. Afterwards, we can
fuse the segmented images with potentially noisy inputs, such as depth maps or partial
point clouds, to construct a 3D structure. In most computer vision tasks, it is assumed
that objects have clear boundaries. However, we focus on a more challenging scenario
known as video camou aged object detection, where objects blend with the background
and lack clear boundaries. To address this problem, we propose a novel method that



leverages short-term dynamics and long-term temporal consistency to identify camou-
aged objects in videos. Additionally, we introduce a new dataset calledMoCA-Mask
to facilitate the development and evaluation of related methods.

In the task of 3D scene reconstruction, a general pipeline relies on stereo-matching algo-
rithms to estimate depth maps and fuse RGBD images for creating a 3D model. Recent
advancements in technologies, such as Neural Radiance Fields (NeRF), o er the abil-
ity to generate novel views of complex 3D scenes by fully-connected neural networks.
Although these methods provide novel views, accurately reconstructing the surface and
shape can be challenging. To address this limitation, we propose an approach that
leverages a neural Signed Distance Function (SDF) eld to represent the shape, incor-
porating customized regularization techniques for improved accuracy. In addition, we
employ neural deformation and radiance elds to model surface dynamics and appear-
ance. By incorporating clues such as normals and locations, we disentangle appear-
ance learning from geometry, resulting in enhanced performance. Experimental results
on public datasets demonstrate that our method achieves state-of-the-art performance,
particularly in capturing high- delity shapes.
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Chapter 1

Introduction

Predicting depth and 3D geometry information from the visual senses is an essential
survival skill in both animals and humans. In humans, depth perception relies on binoc-
ular vision, where each eye captures a slightly di erent view of the world. The brain
integrates these two images through stereopsis, enabling humans to estimate the depth
and relative distances of objects. For example, when grabbing a cup, the brain combines
the di ering views from each eye to successfully navigate. Similarly, animals use depth
perception to navigate their environment and contribute to their hunting prowess. When
a cat stalks a bird or a toy, its keen stereoscopic vision enables it to accurately calculate

the jumping distances required to capture the target.

Such ability applies transparency to our future machines. People strive to develop
intelligent systems that closely mimic human perception. The ability of machines to
perceive and comprehend the world in three dimensions has become increasingly essential
applications, as shown in Figure 1.1. Autonomous driving systems rely on building
precise 3D maps, enabling navigation, geolocalization, and ensuring safety by assessing
the presence of nearby vehicles and pedestrians [1, 2]. Augmented reality (AR) [3,
4], virtual reality (VR) [5, 6] applications depend on accurate ego-motion to interact
with the 3D world or create fully immersive experiences. Robotic agents [7, 8] also
require the ability to understand the 3D environment to navigate and interact e ectively.
Additionally, the medical eld can leverage 3D imaging to assist doctors and surgeons

in making more precise diagnoses [6, 9, 10].



Figure 1.1: The problem of 3D scene understanding involves extracting and analyz-
ing geometric information, such as depth maps, camera poses, and surface normals. This
understanding enables various tasks, such as object detection, recognition, and semantic
segmentation. 3D reconstruction  focuses on recovering the 3D geometry information
of a scene from images or sensor data. These fundamental problems in computer vision
have wide-ranging applications, including autonomous driving, robot navigation, virtu-
al/augmented/ mixed reality and medical imaging.

While the applications mentioned above only scratch the surface, they underscore the
vital role of 3D perception in arti cial intelligence systems. This thesis aims to explore
the problem of 3D scene understanding and reconstruction, addressing the challenging

issues for Al systems in various domains.

3D scene understanding is a classic problem in computer vision that involves perceiving
essential visual geometry information from 2D images. This includes estimating surface
normals, depth maps, camera pose as well as performing high-level vision tasks such as
semantic segmentation [11, 12], object detection and recognition [13{15]. On the other
hand, 3D reconstruction refers to the process of generating a geometric representation
of the scene in three-dimensional space, typically using a set of images or depth maps.
This can be achieved using conventional methods [16] or advanced techniques such as
neural implicit representations [17]. The applications of 3D reconstruction are diverse.
For instance, the startup company Loom.ai, utilizes machine learning and computer
vision to generate detailed 3D avatars from basic 2D photos, incorporating personalized
facial rigging and animation. In the eld of medical imaging, CT scans are commonly
utilized for bone imaging, enabling 3D observations of fractured bones and facilitating

image registration using the skeleton as a region of interest.



This thesis aims to optimize neural architectures and feature representation for 3D
scene understanding and reconstruction, pushing the limit of state-of-the-art algorithms
in terms of accuracy, e ciency, and generalization ability. Speci cally, we focus on
three important tasks: depth estimation from the stereo camera, object detection and
segmentation, and 3d reconstruction. Depth estimation aims to predict the depth of
each pixel in the image. Object segmentation aims to identify and separate objects
from the background, and provide a structured representation of the visual content. 3D
reconstruction refers to the process of generating a geometrically accurate representation
of the scene in three-dimensional space. It involves recovering the 3D structure and

geometry of objects from a set of images or depth maps.

1.1 Learning depth from stereo camera

Depth estimation is the process of determining the relative distances of objects in images
or videos, similar to how human eyes perceive the world. In the eld of computer vision,
there are several types of depth sensors available, such as active depth sensors (e.qg.,
structured light and Time-of-Flight sensors) and passive sensors like monocular and
stereo cameras. While di erent algorithms are designed for di erent types of sensors,
this thesis will focus on estimating depth using stereo cameras, speci cally by analyzing

a pair of images taken from slightly di erent viewpoints.

Being a classic vision problem, stereo matching has been extensively studied for almost
half a century. It mimics human stereo vision and tries to recover a dense depth map
from a pair of recti ed stereo images. Since the depth is inversely proportional to the
displacement (disparity) of each pixel, estimating the depth is, in theory, equivalent to
estimating the disparity. Acquiring dense and accurate depth measurements is crucial
for various down-streaming applications, such as autonomous driving, indoor navigation,

and reconstructing 3D surgical scenes.

However, challenges such as occlusions and textureless regions can hinder the identi ca-
tion of corresponding points in the stereo image pair, leading to di culties in achieving

precise depth estimation. To address the challenges in depth estimation, deep learning
solutions rely on neural networks with a large encoder-decoder structure. These networks

learn to extract visual cues from images and utilize them to estimate depth information.



A fundamental question is: \Can we learn the structure of an encoder-decoder from
data without manual design?" This question pertains to the problem of Neural Archi-
tecture Search (NAS) [18, 19], which had already been explored with relative success in
the context of image classi cation. The key idea of NAS is to nd the optimal network
architecture by considering a super network and learning which connections to retain

through the optimization of a loss function.

The direct application of NAS techniques to the problem of depth estimation is not
feasible due to various factors, including network size, lack of annotations, and the
computational overhead associated with solving complex optimization tasks required by
NAS algorithms. We provide the rst solution to these challenges. Our research reached
the top of the leaderboard in multiple benchmarks, such as KITTI stereo and Middle-
bury, outperforming all existing state-of-the-art deep stereo-matching architectures and
remaining unbeaten for nearly six months. This work represents a signi cant break-
through in utilizing NAS for depth estimation and has broader implications for dense

estimation tasks as well.

Stereo vision also plays a crucial role in medical image analysis, particularly in computer-
assisted technologies used for examining diseases or abnormalities. These technologies
have achieved signi cant success in recent years. For instance, in surgical training, it is
essential to provide trainees with a complete view of soft tissues, even when obstructed
by surgical tools [20]. By reconstructing clear views of surgical scenes, trainees can

accurately locate soft tissues and successfully perform surgeries.

In a separate line of research, the self-attention mechanism, commonly employed in
transformer architectures, has shown promise in various computer vision tasks, includ-
ing image recognition and object detection. However, its application in the eld of
stereo matching remains relatively unexplored. In this discussion, we utilize previous
state-of-the-art architecture obtained through NAS as our baseline. We extensively in-
vestigate the e ect of transformers in laparoscopic stereo matching, considering aspects
such as loss landscapes, projected learning trajectories, in-domain/cross-domain accu-
racy. Additionally, we propose a new hybrid stereo matching framework that leverages

the strengths of transformers.



Figure 1.2: Challenging camou aged object detection example. The objects' boundaries
seamlessly blend with the background mountain, making detection di cult. However,
the markhor becomes noticeable when it is in motion.

1.2 Object detection and segmentation

In this discussion, we focus on e cient temporal neural networks for visually similar sce-

narios. In particular, we consider an extremely hard situation that objects are seamlessly
blended into the background. We de ned these objects as camou aged or concealéd

In most computer vision tasks, e.g. instance segmentation, and saliency detection, it is
assumed that objects have clear boundaries. This allows us to formulate the problem
at the image level and even consider improvements if motion information is available.
In contrast, object boundaries are ambiguous and indistinguishable when it comes to

detecting camou aged objects.

An example is shown in Figure 1.2 (a), where the boundaries of the objects are blended
into the background mountain, posing a challenge for detection. This task is more
demanding than traditional salient or generic object detection. In the case of a single
video frame, there may not be any discernible object. However, by considering the
neighbouring video frame and computing the optical ow map between the two frames,

one can easily identify the hidden object as the screw horn of a markhor!

Motivated by this observation, we developed a novel approach that integrates motion

estimation and object segmentation within a uni ed optimization framework. Given the

di culty of identifying camou aged objects from still images, our method focuses on

e ectively handling temporal dynamics in videos, as camou aged objects become more
noticeable when they are in motion. Unlike existing methods that rely on homography

or optical ows, our approach utilizes a dense correlation volume to capture implicit

!Please note that our method is designed to address video camou aged object segmentation in natural
scenes. However, it also proves valuable in medical and surgical scenarios, where images often contain
large visually similar or texture-less regions. For instance, in video polyp segmentation, deep learning
models assist physicians in detecting and eliminating polyps that could lead to cancer.



motions between neighbouring frames. By jointly optimizing motion estimation and seg-
mentation using the nal segmentation supervision, we minimize both motion estimation
and segmentation errors. Moreover, Since this is a new problem and lacks benchmarks,
we build a carefully crafted baseline network and curate a large-scale dataset. These
e orts aim to promote developments in this eld by providing a solid foundation for

research and serving as a benchmark for evaluating and comparing di erent approaches.

1.3 3D Scene Reconstruction

Recovering the original 3D structures from 2D images is a fundamental task in computer
vision. Classical 3D reconstruction methods, such as Structure from Motion (SfM)
[21] and Multi-View Stereo (MVS), utilize the principles of multiple view geometry to
constrain the potential solutions for 3D structures. Performing a typical pipeline for 3D
Reconstruction typically involves several steps. 1) Capturing images or video of the scene
from multiple perspectives to obtain multi-view depth information. 2) Performing point
cloud fusion to combine the depth information and guidance from segmented regions of
interest. 3) Creating a 3D mesh through triangulation. 4) Applying multi-view textures

to the mesh to add realistic details. 5) Importing the resulting mesh and texture into
software such as Unity3D or Unreal Engine for further 3D sculpting, deformation, and

other interactive operations.

This general pipeline has been successful in tackling natural scenes. However, when
it comes to reconstruction in robotic surgery, the situation becomes signi cantly more
complex. Firstly, surgical scenes typically involve deformable objects, requiring dynamic
reconstruction methods to accurately capture the non-rigid nature of tissues. Secondly,
endoscopic videos often have sparse viewpoints due to the limited movement and con-
ned space of the cameras, resulting in a lack of su cient 3D information about the
soft tissues. Lastly, the presence of surgical instruments can cause occlusions, further
complicating the task of achieving complete and accurate reconstruction of the soft tis-
sues. As depicted in Figure 1.3, the previous general pipeline normally starts with a
set of stereo images and employs a speci ¢ procedure, typically a stereo matching al-
gorithm, to predict disparity or depth maps. Subsequently, RGBD images are fused
into a 3D model. In this discussion, we primarily focus on the latter aspect. accurately

reconstructing the shape and appearance of deforming surfaces from RGBD sequences.



Figure 1.3: lllustration of the general reconstruction pipeline in robotic surgery.

1.4 Thesis Organization

This thesis encompasses both fundamental 3D scene understanding and practical recon-
struction aspects. It rst introduces two low-level vision problems, depth estimation by
stereo matching and video object segmentation, then a high-level vision taslke.g. stereo
video-based 3D reconstruction. The background of these three tasks and related work

are introduced in Chapter 2.

Depth estimation, as an integral component of scene understanding, holds signi cance
for both general and medical image analysis. Chapter 3 and Chapter 4 introduce two
optimized neural architectures: one tailored for natural scenes and the other designed

for surgical scenarios.

As another important part of 3D understanding, video segmentation aims to identify
and separate objects in a video, in order to provide a more comprehensive and structured
representation of the visual content. Chapter 5 explores a unique challenge: the detection

of camou aged objects in a video based on implicit motion clues.

Leveraging the depth and segmentation clues, the 3D reconstruction under the topic of
this thesis aims to fuse mask-guided RGBD sequences. While visual 3D reconstruction
has seen successful implementation in natural scenes, it remains relatively unexplored
in the domain of robotic-assisted surgery. As a distinct line, we investigate the recon-
struction of surfaces from stereo video in surgical scenarios. As described in Figure 1.3,
our approach begins with an exploration of stereo vision matching algorithms in surgi-
cal scenes (Chapters 4) and then addresses the accurate reconstruction of dynamically

deforming surfaces from RGBD sequences (Chapters 6).



Figure 1.4: A visual overview of this thesis.

1.5 Contributions

Figure 1.4 provides a visual overview of the thesis, highlighting the speci ¢ topics to be

discussed. We summarize the contributions as follows.

" In Chapter 3, we introduce the rst end-to-end heretical framework to solve the
problem of depth estimation by leveraging AutoML techniques, i.e. Neural Ar-
chitecture Search (NAS) in a data-driven manner. Traditionally, the structure
of a Neural Network for depth estimation was manually designed based on expert
knowledge and trial-and-error. However, our work introduces an automated mech-
anism that enables the machine to design the network structure itself. Through
empirical studies, we demonstrate the superiority of our algorithm (LEAStereo)
over prior state-of-the-art networks designed by humans. LEAStereo achieves top-
1 accuracy on KITTI stereo 2012, 2015 and Middlebury benchmarks, as well as
the top 1 on SceneFlow dataset with a substantial improvement on the size of the

network and the speed of inference.

In Chapter 4, we comprehensively investigate the use of the transformer for the
problem of stereo matching, especially for laparoscopic videos, and propose a new

deep stereo matching framework (HybridStereoNet). Our investigation focuses



on incorporating transformers into volumetric stereo matching pipelines, consider-
ing factors such as loss landscape analysis and in-domain/cross-domain accuracy.
Through careful analysis, we nd that utilizing transformers for feature represen-
tation learning, combined with CNNs for cost aggregation, leads to faster conver-
gence, higher accuracy, and better generalization compared to other approaches.
Extensive experiments on Scene ow, SCARED2019 and dVPN datasets demon-

strate the superior performance of HybridStereoNet.

In most object detection and segmentation tasks [22, 23], it is assumed that objects
have clear boundaries. However, in Chapter 5, we consider a more challenging
situation in a visually similar scenario. Our goal is to identify and segment objects
densely that have no clear boundaries with backgrounds in videos, known as video
camou aged object detection. We propose a new method (SLT-Net) to address this
problem that utilizes short-term dynamics and long-term temporal consistency to

detect camou aged objects in videos, alongside a new dataset callddoCA-Mask.

Conventional reconstruction pipelines rst estimate depth maps with stereo match-
ing algorithms [2, 24, 25] and then fuse RGBD images into a 3D model [20, 26{29].
In Chapter 6, we focus on accurately reconstructing the shape and appearance of
deforming surfaces from RGBD sequences. Our approach (EndoSurf) overcomes
the geometry limitations of prior work by utilizing a neural SDF eld to represent

the shape, which is constrained by customized regularization techniques. In addi-
tion, we employ neural deformation and radiance elds to model surface dynamics
and appearance. To disentangle the appearance learning from geometry, we incor-
porate normals and locations as extra clues for the radiance eld. Experiments
on public datasets demonstrate that our method achieves state-of-the-art results

compared with existing solutions, particularly in retrieving high- delity shapes.



Chapter 2

Background

This chapter serves as the foundation for 3D understanding and reconstruction by pro-
viding background information. It includes the problem formulation, discusses the as-
sociated challenges, and explores the related works in the eld of stereo matching and

disparity estimation, motion-based video segmentation, and 3D reconstruction.

Outline. The chapter is structured as follows. Section 2.1 provides a comprehensive
taxonomy of stereo matching algorithms, including both traditional algorithms and deep

learning-based stereo matching networks. Section 2.2 explores the basics of identifying
objects in a video and reviews the motion-based approaches. Section 2.3 introduces the

problem of reconstruction, and discusses methods of building 3D from 2D images.

2.1 Stereo Matching

2.1.1 Problem De ne

Stereo matching is a fundamental computer vision task that seeks to establish dense
correspondences between a pair of recti ed stereo images and generate a dense disparity
map. With a rich history spanning nearly half a century [30], stereo matching has been
the subject of extensive research and development. The main objective is to determine
the depth information for each pixel in the stereo images by identifying the horizontal
displacement, or disparity, between corresponding points. Over the years, numerous

algorithms and methodologies have been devised, ranging from classical approaches like

10
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Figure 2.1: A typical con guration of the stereo vision system, with two cameras having
overlapping elds of view. The points in the scene lying within this region are observed in
both the left and right images, enabling depth perception through stereo correspondence
algorithms.

local and global methods (cf. Subsec. 2.1.2) to more recent advances that leverage deep
learning techniques [31] (cf. Subsec. 2.1.3). The practical applications of stereo matching
encompass elds such as 3D reconstruction, robotics, and autonomous vehicles, making

it a crucial and continuously evolving area of study in computer vision.

As shown in Figure 2.1, the stereo vision system mimics the human use of two eyes
to perceive the three-dimensional information of the environment [31]. A pointX in
the real world® is mapped to pointsx- and xR in the two images. This setup assumes
that the cameras are horizontally aligned, and the captured images® (x;y) and IR(x;y)
are recti ed. The location of the points x- and xR are represented by their respective

coordinates x-;y") and (xR;yR).

Comparing the right and left image points, one can observe that the y-coordinates of
the two points are the same. The pointsx" and xR can be located along the horizontal
epipolar line, as shown in Figure 2.1. On the other hand, the x-coordinates di er by a

distance known as the disparity:

_
~Z

1The object for illustration, a 3D model of StellaLou, is generated from the real world in the wild by
Luma Al [32], and then provided to Blender [33] for editing.

xt xR=d (2.1)
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C e . . . X . _ fb
The depth Z of a point is inversely proportional to the disparity d; specically, Z = .
Here, f represents the focal length of the camera lens, ant is the baseline distance
between the optical centers of the two cameras. The parameters and b are obtained

through camera calibration, while the disparity d is determined through stereo matching.

2.1.2 Conventional stereo matching algorithms

Conventional stereo matching techniques can be broadly categorized into local, global,
and semi-global methods. I. Local methods involve comparing small image patches
around each pixel to nd the best matching disparity. Technigues like Sum of Absolute
Di erences (SAD), Sum of Squared Di erences (SSD), and Normalized Cross-Correlation
(NCC) are commonly used in local methods. Il. Global methods optimize a global
energy function that considers disparity consistency over the entire image. Examples
include graph cuts and belief propagation. Ill. Semi-global methods strike a balance
between local and global approaches, considering both local matching costs and enforcing
smoothness constraints. Semi-Global Matching (SGM) [34] is an example of a technique
that rapidly computes a good but approximate solution, minimizing the Markov Random

Field (MRF) energy function.

A typical stereo matching algorithm follows ve key steps: feature extraction, matching
cost (or feature similarity) computation, cost aggregation, optimization, and disparity
re nement. The feature vector extracted at each pixel typically includes intensities or
colors of neighboring image patches, and the matching cost is determined by the distance
metrics like SSD, SAD, NCC, etc.. As this thesis mainly focuses on deep learning-based

stereo methods, readers can refer to [31] for an in-depth understanding.

2.1.3 Taxonomy of deep stereo methods

Deep learning techniques have revolutionized stereo vision, improving remarkable levels
of accuracy and speed compared with traditional approaches. These methods have
achieved top performance on various benchmark datasets and competitions, including
KITTI [35], Middlebury dataset [36], and the Robust Vision Challenge. It is safe to say

that learning-based methods currently represent the state-of-the-art in stereo matching.
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Figure 2.2. The structure of MC-CNN [37]. (a) MC-CNN-fst addresses the computa-
tional issue by employing a simple dot-product layer to directly measure feature similar-
ity. (b) MC-CNN-acrt learns the marching cost through multiple fully-connected layers.

This section will focus on deep stereo matching methods, providing an overview of
existing approaches and di erent designs of neural networks. Importantly, we want to
emphasize that despite the existence of various architectural designs and structures, the
underlying principles used to nd good-quality stereo correspondences remain consistent
across all deep-learning methods. We roughly categorize existing deep learning methods
into ve classes, as introduced in the following parts, based on the function that the

deep neural net serves for stereo matching.
Learning better features or metrics

Deep learning techniques o er a powerful approach to improving image features for vari-
ous vision tasks. The rst application of using deep neural networks as feature extractors
was proposed in 2015 by Zbontar and Lecun [38]. This work focuses on learning local
image features and the matching cost computation ( the initial two stages of a typical
stereo algorithm, see Subsec. 2.1.2). They introduced a convolutional network, named
MC-CNN, to extract optimal local image patch features that minimize matching loss
on a large set of training stereo patches. Two network architectures were proposed for
this task, as shown in Figure 2.2. The rst architecture, named MC-CNN-fst, was a
siamese network with shared weights. Each sub-network contained convolutional lay-
ers with ReLU activation, producing a vector representing the input patch properties.
The cosine similarity measure was used to compare these vectors and generate the nal
output. A slower but more accurate variant, MC-CNN-acrt, utilized multiple fully con-
nected (FC) layers to learn the feature similarity between two patches. The output of

the network was used to initialize the matching cost.
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Being the rst paper to apply deep learning to stereo vision, this work sparked signi cant
interest in the community. However, the method does have some notable weaknesses:
I. Low computational e ciency, taking over 20 seconds to process a high-de nition im-
age on a typical NVIDIA GPU. Il. Lack of an e ective occlusion handling mechanism,
relying on interpolation methods. A subsequent study by Chenet al. [39] attempted to
improve the computational e ciency. They proposed a much smaller Siamese network
and combined computations at two image scales (full and half resolution). Remarkably,
they achieved a computation speedup of 100 times faster than the original MC-CNN [38]
without sacri cing accuracy. In another study, Luo et al. [40] introduced a conceptu-
ally simple and e cient network, and treated the disparity estimation problem as a
multi-class classi cation. Their method achieved high accuracy and impressively fast

processing speed, taking less than one second per image.

Knobelreiter et al. [41] proposed a hybrid architecture that combines CNN-learned costs
with conventional CRF inference, avoiding the use of dynamic programming or SGM.
The Unary-CNN and Pairwise-CNN are responsible for learning unary and pairwise
costs required by the CRF model, respectively. CRF inference is performed using linear
program relaxation (LPR) with a xed number of iterations. The entire system learns
in an end-to-end manner by back-propagating the CRF energy value as the training loss
to the two sub-networks. Notably, no post-processing, such as disparity interpolation
or ltering, is required, as the CRF e ectively ensures smoothness in disparity maps, as

demonstrated in the experiments.
Learning better optimizer

The SGM-Net [42] is a ‘deep’ implementation of the conventional SGM method. It
leverages a deep network to learn improved (problem-speci c) regularization parameters
utilized by SGM. In the conventional SGM method, the energy function E is de ned as

follows:

X X X
E= (C(x;d")+ piTfid  dj=1]+ p2T[id*  oj> 1]) (2.2)
X y2N Y2N

where C(x;d*) is a matching cost at pixel x of disparity d*. P; represents a penalty for
all pixels y in the neighbourhood N x of x, while p, is a penalty for discontinuousness.

T () is Kronecker delta function which gives 1 when a condition in the bracket is satis ed.
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Figure 2.3: Overall network structure of SGM-Net.

In the original MC-CNN [38], the authors used hand-tuned parameters ps; p2) for SGM.
In contrast, SGM-Net [42] automates the process of nding these parameters through a
learning procedure. As depicted in Figure 2.3, the SGM-Net estimates eight parameters

(p1; p2) in four aggregation directions from training samples.
Learning better re nement

Conventional stereo matching methods often incorporate a left-right consistency check
to improve the accuracy of the disparity map. In deep learning, similar operations
can be implemented using neural modules. For example, a network can be trained to
identify challenging regions in the image or to generate a dense per-pixel con dence map
for disparity estimation. In [43], a con dence map is estimated by extracting patches
from both left and right disparity maps using a CNN. In [44], possible errors in the
predicted disparity map are iteratively detected and re ned by adjusting estimates based
on the con dence map, with the process being iterated. The LRCR net proposed in [45]
formulates this iterative process as a recurrent model and introduces a soft attention

mechanism to better guide the network's focus on unreliable areas.
Direct disparity regression

As neural networks grow deeper, they become better at learning and modeling complex
relationships, making them suitable for training with large datasets containing stereo
image inputs and corresponding ground-truth disparity maps. After training, the net-
work can directly predict disparity maps from input stereo images. These data-driven
methods require ample labeled training samples, ideally covering the domain of testing
images. Notably, they excel at handling occlusions and often outperform traditional

methods, especially when su cient training data with typical occlusions is provided.
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The resulting disparity maps are visually appealing and quantitatively superior to those

obtained from traditional approaches.

DispNet [46] is the pioneering deep network for stereo matching, using direct disparity
regression. During training, it minimizes the regression loss to learn a disparity eld
from the ground-truth disparity map, employing stacked 2D convolutional layers. To
handle the epipolar geometry constraint, it incorporates a 1-dimensional correlation layer
to fuse features from the left and right images. Training is conducted on a large-scale
computer graphics simulated stereo dataset. Subsequently, other deep networks like
Cascade residual learning (CRL) [47] and iResNet [48] have been proposed, achieving

even more accurate disparity estimations.
Learning better cost aggregation

Most leading stereo matching algorithms follow a similar concept: enumerate all possible
tentative matches at di erent disparity levels and then select the optimal matches with
the smallest matching cost. This approach resembles the conventional plane-sweeping
stereo method, which exhaustively explores all possible disparities, computes matching
costs, and stores them in a three dimensional matrix called the \cost volume". This
cost volume is then input into a neural network for cost aggregation, followed by a soft-
argmin layer to determine the optimal disparities that minimize the global cost. This
class of methods di ers from direct disparity regression methods in their approach to
constructing feature volumes or cost volumes and their utilization of the soft-argmin

operation, both of which leverage the geometric nature of the stereo problem.

One successful deep network of this class is GC-Net [49], with a slight modi cation.
Instead of forming a cost volume, this network creates a feature-pair volume by con-
sidering all possible disparity levels. It rst feeds a pair of input stereo images into a
Siamese neural net to extract deep features. These features are then paired based on
di erent tentative disparity levels to create a 4D feature-pair volume. This volume packs

all features into a 4D feature volume with dimensions W (D +1) 2F for the left-
to-right and right-to-left feature volume, respectively, where H, W, D, and F represent
the image height, image width, disparity range, and feature dimension, respectively.
Next, a multi-layer 3D-CNN is applied to each feature dimension of the feature-pair

volume to learn a cost volume by incorporating contextual information from the images.
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The nal disparity values are regressed from the cost-volume using a di erentiable soft-
argmin operation, enabling end-to-end training to sub-pixel accuracy without the need

for post-processing or additional regularization terms.

PSMnet [50] further expands on the concept of GC-Net by incorporating a multi-scale
spatial pyramid pooling module during feature extraction stage and adopting a stacked
hourglass architecture instead of a 3D-CNN. Di erent designs of the feature net and the
matching net form variants of volumetric networks [2, 51, 52]. Nowadays, volumetric
methods represent the state-of-the-art in deep stereo matching and top the leader-board
across di erent benchmark datasets. Generally speaking and as alluded to earlier, de-
signing a good structure for stereo matching is very di cult, despite considerable e ort
put in by the vision community. In Chapter 3, we will introduce a novel method which
applies Neural Architecture Search (NAS) to automaticly nd the optimal structure for

deep stereo matching.

2.2 Video Object Segmentation

Video segmentation is an important part of 3D understanding, as it enables the extrac-
tion of meaningful information and features from a video. Within the context of 3D

reconstruction (another objective of this thesis), it is a necessary requirement before
the reconstruction of objects or scenes. In comparison to the direct segmentation of 3D

data, the eld of 2D image segmentation has been much better addressed.

Video segmentation involves partitioning a video into distinct regions based on various
discernible characteristics, such as object boundaries, motion patterns, color, texture,
or other visual attributes. A diverse range of methods and techniques is employed,
broadly categorized into two main classes: video semantic segmentation and video object
segmentation. The former is concerned with isolating and tracking individual objects
within a video, while the latter seeks to understand the entire scene and its contents,

providing a semantic label for each pixel in each frame.

There are several concepts that need clari cation. General segmentation typically in-
volves segmenting all objects in an image, while salient segmentation focuses on identify-
ing objects that attract human attention. In contrast, camou aged object detection aims

to nd objects that blend in with their surroundings, making them di cult to identify. In
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this thesis, our primary focus is on Video Camou aged Object Detection (VCOD). Since
this task involves tracking the movement of camou aged objects throughout a video, it
falls within the realm of video object segmentation. Below we will introduce several

related problems, e.g. video salient object detection and video motion segmentation.
Video Salient Object Detection (VSOD)

VSOD is the task of teaching machines to identify and highlight the most salient or
visually signi cant objects within a video sequence. Humans are able to focus on the
interested region when watching a video. When transferring this ability to the machine,

a question arises: \What are the most important or attention-grabbing objects in this
video?" To answer this and detect salient objects in videos, DLVS [53] introduced fully
convolutional networks for pixel-wise saliency prediction. DSR3 [54] exploited an end-to-
end 3D neural network to produce video sequences, which incorporates 3D CNN modules
combined with recurrent re nement units to predict saliency maps. To better learn
temporal information over frames, following works considered SpatioTemporal CRF [55],
pyramid dilated convLSTM [56] in the design of their networks. FGRN [57], RCRNet [58]
adopted extra ow-guided networks to improve temporal coherence. Later, SSAV [59]
speci cally focused on the saliency shift phenomenon and established a comprehensive
benchmark for VSOD. FSNet [60] leveraged the mutual constraints of appearance and

motion cues, demonstrating superior performances to many existing methods.
Video Motion Segmentation (VMS)

One popular approach to video object segmentation is based on optical ow, a technique
that estimates the motion of pixels between consecutive frames in a video. Optical ow
serves a dual purpose: 1) tracking the motion of objects within the video and 2) segment
them from the background. The task of VMS focuses on discovering moving objects in
videos. Traditional methods typically tackle this challenge by rst extracting motion
boundaries from the ow eld. They then re ne the initial estimation using appearance
features [61], or they combine motion and appearance cues through a fusion architec-
ture [62]. Another line of research explicitly leverages optical ow as input to train
Convolutional Neural Network (CNN)-based networks. These networks generate pixel-

level motion labels through supervised learning [63] or in an unsupervised manner [64].

Video Camou aged Object Detection (VCOD)



19

Before our method described in Chapter 5, there was a lack of large video benchmarks
available for discovering camou aged objects within video content. While various net-
works had been developed for identifying camou aged objects in still images, the chal-
lenge was that even humans could easily overlook camou aged objects without prior
awareness of their presence. However, once informed of the existence of a camou aged

object in an image, humans could meticulously scan the entire image to locate it.

Drawing inspiration from this observation, several research e orts addressed this prob-
lem in the context of videos. For example, ANet [65] incorporated a classi cation stream
to create awareness of camou aged objects and a segmentation stream for precise object
delineation. Building upon a similar idea, SINet [66] and PFNet [67] initially positioned
coarse camou aged objects and then re ned their segmentation. SINet-v2 [68] extended
this concept by incorporating reverse guidance to learn complementary regions. Ad-
ditionally, MGL [69] integrated edge details into the segmentation stream using two
graph-based modules. Lv et al. [70] introduced an innovative approach by modeling
the conspicuousness of camou aged objects against backgrounds. They introduced two
novel tasks, namely camou aged object ranking and camou aged object localization,

along with the relabeled NC4K dataset.

Di erent from VMS, visual cues of camou age objects are considered less e ective than
motion cues. Prior works mainly relied on homography or optical ows to detect motion
patterns. Bidau et al. proposed to segment moving objects from the environment by
approximating di erent motion models computed from dense optical ow [71, 72]. In
particular, in [71] authors proposed a two-step segmentation algorithm, which rst com-
pensated for the camera rotation and then segmented the angle of the optical ow into
objects and the background. Although each motion model is updated with optical ow
orientations over time, the initial motion is heuristic. In [72], authors used a network to
segment the angle eld rather than raw optical ow. [73] proposed a video registration
and motion segmentation framework, along with a larger camou aged dataset (MoCA)
labeled by bounding boxes for every ve frames. The explicit alignment method by opti-
cal ow builds spatial correspondence between neighboring frames. However, the optical
ow estimation may not be accurate enough to support e ective alignment, particularly

in dynamic scenes with fast object motions.
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2.3 3D Reconstruction

The problem of 3D reconstruction involves the process of inferring the 3D shape and
visual characteristics of an object or scene from potentially noisy input, such as depth
maps, partial point clouds, or 2D images. This section will introduce fundamental con-
cepts about 3D shape representations. Then we will delve into previous research meth-
ods, spanning from classical to recent techniques, with a particular focus on approaches

closely related to our own work.

2.3.1 3D Shape Representations

The advancement of machine learning techniques, coupled with diverse datasets, presents
an opportunity to address the complexities of reconstructing 3D objects. A prototypical
problem is the design of a machine learning model, often based on neural networks,
which takes a single image as input and generates a corresponding 3D reconstruction.
This showcases how the capabilities of machine learning in inferring complex geometry
from the data. During testing, the model takes a single image and aims to predict the
associated 3D shape. A pivotal question arises concerning the optimal representation of
the output. While the input representation is evident { a 2D pixel matrix constituting

an image { leveraging deep neural networks for matrix processing is well-established.
The ongoing task involves re ning the methods to achieve accurate and meaningful 3D
reconstructions from single images. So the question isvhat is a good output represen-
tation'? In this section, we explore the landscape of 3D shape representations, with a

speci ¢ focus on explicit and implicit representations.

2.3.1.1 Explicit representations

Point Cloud representations are a discrete set of data points where shapes are depicted
as an unstructured collection of 3D coordinates X;Y;Z). These coordinates, often
accompanied by attributes like RGB color, constitute the fundamental data captured
by LIDAR systems. This type of active detection technique can reconstruct an object
using individual scans, which can be visualized as lines of points. Combining point cloud
data from multiple scanners allows for a comprehensive view of an object, especially for

larger or more complex objects.
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Figure 2.4: Existing 3D representations discretize the output space di erently: (a) Point
Cloud - Unstructured set of 3D point samples acquired from range nders, random
sampling, particle system implementationsetc. (b) Voxel - Uniform Grid of Volumetric
Samples. (c) Mesh - Connected set of polygons (usually triangles).

Moreover, point clouds play an intermediate role in the processing of stereo and RGB-D
data?, which entails images augmented with depth values for each pixel. For instance, a
depth map can be generated using methods like depth gauges or radiometric techniques
that utilize moving light sources, structured light, time-of- ight sensors, or ultrasounds

to measure re ections from the object. 3D point clouds nd applications as output
representations in works such as [74{76]. However, point cloud-based representations are
often limited in terms of the number of points they can e ectively handle. Furthermore,

they struggle to represent complex topological relations.

Voxel representations are the earliest techniques employed in learning-based 3D recon-
struction [77{79]. This approach involves dividing 3D space into discrete volumetric
units known as voxels. Analogous to 3D pixels, voxels indicate whether an object oc-
cupies a particular space within each unit. Visualized as 3D cubes, these voxels form
a lattice structure that covers the object's volume, as depicted in Figure 2.4 (b). The
presence or absence of an object is typically represented using binary values assigned
to individual voxels. This representation is particularly useful for volumetric data, such

as medical imaging derived from CT scans or MRI, where capturing the interior struc-
ture of objects is crucial. However, due to the discrete nature of voxels, representing
objects with intricate details or varying resolutions can lead to memory ine ciencies.
Given the cubic memory requirements of voxel-based approaches, some studies propose

multi-scale operations or octrees to achieve e cient space partitioning [80{82]. Even

2A depth map provides information about the distances of points from the camera, usually in the
form of grayscale values. By converting these depth values into 3D coordinates and aligning them
appropriately, a point cloud can be generated. In this way, a depth map serves as a simpli ed projection
of the point cloud onto a 2D plane.
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