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Abstract

Transformers have fuelled the recent success of computer vision and natural language
processing applications. Despite their remarkable accomplishments, as the model size
keeps scaling up, the training and inference becomes prohibitively expensive. In this

thesis, we discuss techniques to bridge the efficiency gap of large Transformer models.

To alleviate the high training costs when adapting pre-trained models to downstream
tasks, a popular approach is parameter-efficient fine-tuning (PEFT). PEFT fine-tunes
only a small number of trainable parameters while freezing the majority ones. Be-
yond the literature that designs task-agnostic positions to employ trainable parameters
relying on heuristics, we explore allocating trainable parameters to task-specific impor-
tant positions. Our approach is complementary to the existing PEFT methods and
largely boosts their performance. Furthermore, considering that for one downstream
task, we often need to deploy multiple models simultaneously to meet various resource
demands, we explore obtaining a palette of fine-tuned models meeting di [erknt hardware
constraint requirements with one-time training. To achieve this, we employ the model
stitching technique to simultaneously adapt a model family and tailor a stitch-specific
PEFT method. Our method derives distinct fine-tuned models with smooth accuracy-
efficiency trade-offs through one-time training. Furthermore, it is scalable to stitch large

language models with billions of parameters.

For efficient inference, we first introduce a novel network pruning approach, which au-
tomatically re-parameterizes the costly global self-attention layers in pre-trained Trans-
formers with e [cieht local convolutional layers. Consequently, our method derives com-
pact hybrid models with low inference costs and high performance. Pruning is a general
technique for efficient inference. However, different applications have distinct efficiency
bottlenecks that require dedicated designs. In this thesis, we also target improving the ef-
ficiency of an important but costly visual application: semantic segmentation. Semantic
segmentation often involves modeling high-resolution images, which can be computa-
tionally demanding. To this end, we tailor dedicated efficient cross-attention layers to
reduce the cost of handling high-resolution features. Alongside our novel dynamic po-
sitional query design, our framework achieves SOTA performance, surpassing baseline

methods by large margins.
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2.1

2.2

In this thesis, we discuss techniques to ease training and inference costs of
large Transformer models and tackle four research questions. To achieve
e cient training and reduce memory footprints, we explore where to in-
troduce and how to allocate trainable parameters for parameter-e cient
ne-tuning (PEFT) in Chapter 2. We extend our work on PEFT to
study how to e ciently obtain a palette of ne-tuned models meeting

di erent hardware constraints in Chapter 3. To alleviate the high infer-
ence latency, we investigate how to prune the costly global operations of
pre-trained Transformers in Chapter 4. Finally, in Chapter 5, we study
how to design an e ective semantic segmentation framework with e cient
cross-attention layers. . . . . . ...

(a) Existing PEFT methods, such as Adapter [1] introduce trainable pa-
rameters to the same positions for all downstream tasks. These meth-
ods design task-agnostic positions to employ trainable parameters rely-
ing on heuristics and neglect consideration of the distinct domain gaps
and characteristics for the downstream tasks. (b) Our Sensitivity-aware
visual Parameter-e cient ne-Tuning (SPT) introduces trainable param-
eters to the task-speci c important positions and allocates them with
both unstructured and structured tuning granularities, simultaneously.
For structured tuning, SPT can exploit any existing structured tuning
methods, such as LoRA [2] or Adapter [1]. Red lines and blocks repre-
sent trainable parameters and modules, while blue lines represent frozen
PAramMeters. . . . . . o e e e e
Overview of our trainable parameter allocation strategy. With the param-
eter sensitivity set S, we rst get the top- sensitive parameters. Instead
of directly tuning these sensitive parameters, we also boost the representa-
tional capability by replacing unstructured tuning with structured tuning

at sensitive weight matrices that have a large number of sensitive parame-
ters, which can be implemented by an existing structured tuning method,
e.g.,, LoRA [2] and Adapter [1]. Red lines and blocks represent trainable

parameters and modules, while blue lines represent frozen parameters. . .
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vised pre-trained ViT-B/16 backbone on VTAB-1k. Our criterion brings
consistent performance gain. (c) Domain vs. performance gaps for di er-
ent dataset groups in VTAB-1k [3]. The blue bars show the domain gaps
between the source domain (ImageNet [5]) and target domains, which
are measured by Maximum Mean Discrepancy (MMD) distance [6]. The
red line represents the performance gaps betweeSPT-Adapter w/o
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backbone. The dataset groups are Natural, Specialized, and Structured.
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a set of new networks with di erent performance-e ciency trade-o s,

e.g., the path in Blue. (b) Overview of our PST method tailored for

ne-tuning a palette of stitches, which integrates stitch-agnostic LORA

modules with stitch-speci ¢ bias terms, aiming to promote diverse rep-

resentations among stitches while maintaining low trainable parameters.

(c) Overview of our task-speci c stitch sampling. We estimate the impor-

tance scores of the stitches with a scoring functiorQ( ; ) and accumulate

them as global statistics with moving averages. For a resource constraint

, we sample with a categorical distribution (N ) that is parameterized

by the normalized importance scores so as to assign the important stitches

with higher sampling probabilities. After ne-tuning, we directly deploy

the stitches with the highest scores to avoid the costly evaluation stage. . 29
3.2 Distribution of pair-wise gradient angles among stitches when updating

shared weights at ne-tuning iteration 600. We highlight angle 90 with
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Chapter 1

Introduction

1.1 Background and Challenges

Transformers [25, 36{38] have attracted substantial research interest and become domi-
nant backbones adopted in various elds including Natural Language Processing (NLP) [36,
39, 40] and Computer Vision (CV) elds [25, 33, 38]. The rapid evolution of Transformers
has facilitated the creation and development of popular applications such as ChatGP¥,

Gemini?, and SoRAS.

The success of Transformer models can largely be attributed to the scaling of the model
size [41{43]. In line with this trend, modern Transformer models have expanded impres-
sively to reach gigantic scales [44, 45], comprising billions of parameters [39, 43, 46]. For
instance, the largest language model up-scaled from 345M parameters in 2018 (BERT-
large [47]) to an enormous 530B parameters in 2023 (MT-NLG [48]). Although scaling
up Transformers unlocks emergent capabilities [49], it also leads to e ciency challenges
in both training and inference. In this thesis, we explore bridging the e ciency gap by

tackling four research questions as depicted in Figure 1.1.

There are two primary e ciency challenges in training large Transformer models. Firstly,
the training of large-scale Transformer models demands formidable computational re-

sources. For example, a single training run of GPT-3 [43] with 175 billion parameters

 https://chat.openai.com/
Zhttps://gemini.google.com/
3https://openai.com/sora/



Figure 1.1: In this thesis, we discuss techniques to ease training and inference costs
of large Transformer models and tackle four research questions. To achieve e cient
training and reduce memory footprints, we explore where to introduce and how to
allocate trainable parameters for parameter-e cient ne-tuning (PEFT) in Chapter 2.
We extend our work on PEFT to study how to e ciently obtain a palette of ne-
tuned models meeting di erent hardware constraints in Chapter 3. To alleviate the
high inference latency, we investigate how to prune the costly global operations of pre-
trained Transformers in Chapter 4. Finally, in Chapter 5, we study how to design an

e ective semantic segmentation framework with e cient cross-attention layers.

takes 355 GPU-years and costs at leas$4.6M US dollars*. Secondly, the huge training-
time memory consumption forms a signi cant e ciency bottleneck. We need to t model
parameters, gradients, optimizer states, and activations into the device memory [50, 51].
For instance, training a model with 70B parameters requires more than 200G memory
(32-bit oating point parameters and Adam optimizer), which is beyond the capacity of

high-end NVIDIA H200 GPU cards.

Moreover, inference with large Transformer models can be extremely slow. For example,
with 8 high-end NVIDIA A100 GPUs, the multilingual language Transformer Bloom [52]
only generates less than one token per second. One main cause of the high latency is the
key de ning characteristic of Transformers - the self-attention mechanism. Self-attention
layer has a broad receptive eld that models all tokens within a sequence. However, it
su ers from quadratic time and memory complexity with respect to the input length,

hindering the development of Transformer models at scale.

Due to these e ciency issues, the deployment of applications based on large Transformer
models poses signi cant challenges and is exclusive to large enterprises. Therefore, there
is an ongoing urge for e ciency training and inference techniques to democratize Al to

wider communities.

4The computation cost and GPU-years numbers are from: https://lambdalabs.com/blog/demystifying-
gpt-3.



1.2 E cient Training

Fortunately, many techniques have been proposed to improve training e ciency. To
reduce training-time computation costs, a natural solution is to improve the parameter
optimization process to speed up or stabilize the convergence. Representative works
equip the optimizer with momentum technique [53{55], utlize a good parameter initial-
ization strategy [56, 57], or conduct large batch training [58, 59]. To relieve memory
burden, recent research e orts trade increased communication or computation costs for
lower memory footprints. Towards this direction, Parallelism strategy distributes data,
the model, and/or model states across multiple workers and exchanges only necessary
information among the workers [50, 60{62]. Alternatively, checkpointing [63] stores only
a portion of activations while recomputing the rest during the backward pass. The men-
tioned methods generally work well in improving training e ciency. On top of these
methods, in this thesis, we seek more aggressive e ciency gain in a specic training

process: adaptation.

The pre-training and adaptation paradigm has underpinned the most recent break-
throughs in deep learning. At a high level, this paradigm breaks the challenging end-
to-end optimization problem into two simpler steps. First, we pre-train the model on

general-domain data. Then, we adapt the pre-trained model to speci ¢ domains or tasks

to obtain models that are ready for deployment.

In fact, when training pre-trained backbones with limited downstream data, ne-tuning
all model parameters does not guarantee good performance [2, 4]. Considering there
are many powerful publicly available pre-trained models, one emerging approach is to
only tune a subset of the model parameters, namely, parameter-e cient ne-tuning
(PEFT) [1, 2]. Prior PEFT methods design task-agnostic positions to introduce train-
able parameters relying on heuristics and neglect consideration of the distinct domain
gaps and characteristics for the downstream tasks. In contrast to the previous methods,
we argue the importance of allocating trainable parameters to task-specic positions
and investigate where to introduce and how to allocate trainable parameters

for PEFT . Specically, we rst propose a sensitivity criterion to quickly identify the
sensitive parameters that require tuning for a given task in a data-dependent way, then
dynamically allocate trainable parameters to these positions. Being complementary

to the previous PEFT methods, our approach largely enhances their performance and



reaches SOTA performance. Another limitation of previous PEFT methods is that they
target only one exclusive resource budget for one task. However, we often need to de-
ploy the ne-tuned models to diverse platforms, e.g., from a high-end iPhone 15 pro to a
low-end Nokia X5, and consider their dynamic resource budgets such as energy, latency,
and on-chip memory. In this thesis, we explorehow to e ciently obtain a palette

of ne-tuned models to meet di erent hardware constraints . We employ model
stitching techniques [8, 64] with a tailored PEFT strategy, delivering various distinct

models with smooth accuracy-e ciency trade-o s via only one-time training.

1.3 E cient Inference

For e cient inference, recent research e orts utilize quantization [65, 66] and prun-
ing [67, 68] techniques to remove bits or redundant connections of model weights. Con-
sidering standard self-attention layers require quadratic time complexity, in this thesis,
we investigate how to prune the costly global operations of pre-trained Trans-

formers . We rst propose a novel weight-sharing scheme to represent convolution oper-
ations with partial self-attention parameters. This allows us to encapsulate self-attention
and convolutional operations in a single-path Neural Architecture Search (NAS) search
space, thus enabling us to search for the right operation at each layer with low search
costs. Bene ting from the superiority of NAS and the introduced convolutional induc-
tive bias, our method achieves SOTA performance to trim 52.0% FLOPs for pre-trained

DeiT-B and get an impressive 0.6% top-1 accuracy gain, simultaneously.

Another promising direction is developing e cient self-attention layers [40, 69, 70]. How-
ever, previous works barely discuss improving the e ciency of cross-attention layers,
which are widely employed to model high-resolution feature maps in popular visual ap-
plications such as segmentation tasks [16, 18, 71]. To this end, we also studyow
to design an e ective semantic segmentation framework with e cient cross-

attention layers . We propose e ciently modeling high-resolution cross-attention by
only aggregating the contextual tokens based on the low-resolution cross-attention scores
to perform local relation aggregation. In addition, we devise dynamic positional queries
to enrich localization information for the target segments. Our new segmentation frame-

work achieves SOTA performance on representative semantic segmentation benchmarks.



1.4 Thesis Organization

This thesis explores techniques for e cient training and inference of large Transformer
models. In Chapter 2, we present our SPT [72] method to improve training e ciency.
It includes a sensitivity metric to identify task-speci ¢ important positions under the
PEFT setting and an adaptive trainable parameter allocation strategy. In Chapter 3,
we further introduce an ESTA framework [73] to deliver dozens of ne-tuned vision or
language models with distinct e ciency-performance trade-o s via one-time training.
For e cient inference, Chapter 4 introduces SPVIT [74], a novel NAS-based network
pruning method. Our SPVIT quickly prunes the costly self-attention layers into more
e cient convolutional layers by searching within a novel single-path search space. In
Chapter 5, we present an e ective and e cient segmentation framework FASeg [75].
Our FAseg framework features e cient cross-attention layers and tailored focus-aware
positional queries. Finally, Chapter 6 serves as the culmination of the thesis, providing
a summary and outlining potential areas for future exploration in the realm of e cient

large Transformer models.



Chapter 2

Sensitivity-Aware Visual

Parameter-E cient Fine-Tuning

2.1 Introduction

To e ectively adapt pre-trained representations to downstream tasks, the de-facto choice
is full ne-tuning, which initializes the model with the pre-trained weights and tunes all
the parameters. However, vanilla full ne-tuning needs to store a separate instance of
parameters for each task and each deployment scenario. It can be extremely storage-
intensive as the storage cost grows linearly with the number of possible cases, considering
there are vast varieties of downstream tasks and dynamic deployment environments,
especially when deploying the large vision models [25, 37, 76] to mobile systems. For
example, even storing a single large pre-trained ViT-H [37] model on a local disk requires

at least 2.3GB, while the Top-10 U.S. apps required only collectively 2.2GB in May 2021.

Notably, an emerging solution is to replace vanilla ne-tuning with visual Parameter-
E cient Fine-Tuning (PEFT) [4, 77{79], which only tunes a small humber of trainable
parameters while freezing the vast majority ones that are shared by multiple tasks. As
PEFT approaches exhibit less than 1% of trainable parameters, the storage burden is
largely alleviated. Another attractive property of PEFT is that tuning fewer parame-
ters eases the optimization di culty and mitigates the over tting issue when adapting

large pre-trained models on the target dataset, thereby achieving comparable or even

Lhitps://sensortower.com/blog/ios-app-size-growth-2021
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Figure 2.1: (a) Existing PEFT methods, such as Adapter [1] introduce trainable
parameters to the same positions for all downstream tasks. These methods design
task-agnostic positions to employ trainable parameters relying on heuristics and ne-
glect consideration of the distinct domain gaps and characteristics for the downstream
tasks. (b) Our Sensitivity-aware visual Parameter-e cient ne-Tuning (SPT) intro-
duces trainable parameters to the task-speci ¢ important positions and allocates them
with both unstructured and structured tuning granularities, simultaneously. For struc-
tured tuning, SPT can exploit any existing structured tuning methods, such as LoRA [2]
or Adapter [1]. Red lines and blocks represent trainable parameters and modules, while
blue lines represent frozen parameters.

better performance than vanilla ne-tuning [4]. Existing PEFT approaches introduce
trainable parameters to the same positions for all downstream tasks relying on human
heuristics. However, di erent downstream tasks require distinct numbers of trainable
parameters at various positions to fully bridge the domain gap to the source task [80{
84] to achieve better transfer performance. For instance, in a task-agnostic manner,
Prompt Tuning-deep [4] and Adapter [1] respectively add trainable parameters to multi-
head self-attention and feed-forward network layers for all distinct tasks as depicted in

Figure 2.1 (a).

To address this fundamental challenge, we explorevhere to introduceand how to allocate
trainable parameters under a desired parameter budget by presenting a nov8ensitivity-

aware visual Parameter-e cient ne- Tuning (SPT) scheme. Our SPT scheme rst
identi es the task-speci c important positions, then adaptively allocates trainable pa-
rameters. Since the pre-trained weights at distinct positions have varying contributions

for di erent downstream tasks [82, 85, 86], we rst propose a new criterion to quickly



identify task-speci ¢ sensitive parameters that require tuning in a data-dependent way.
Inspired by model pruning metrics [87{90], we propose to measure the parameter sen-
sitivity with the loss reduction when being tuned, which can be approximated by a
rst-order Taylor expansion derived within a single forward and backward pass ahead
of ne-tuning in one-shot. Our sensitivity criterion is simple and e ective, which can
identify the task-speci c important positions to introduce trainable parameters for any
backbone quickly. For instance, calculating the sensitivity for ViT-B/16 backbone takes

only 5.5 seconds with a single GPU on any of the VTAB-1k datasets.

With our criterion, we empirically observe that the proportions of the sensitivity pa-
rameters for each block indeed vary markedly across di erent tasks in Section 2.4.4.
To allocate the trainable parameters under a desired trainable parameter budge, an
intuitive solution is to directly pick and tune the most sensitive weight connections
identi ed by our sensitivity criterion, which we name unstructured tuning. Despite its
simplicity and exibility, unstructured tuning only tunes a few parameters which still
lacks representational capability and is challenging to bridge the domain gap. To this
end, we propose to further incorporate structured tuning to replace unstructured tuning
at the sensitive weight matrices whose numbers of sensitive parameters exceed a pre-
de ned threshold to improve the representational capability under a similar parameter
budget. Structured tuning can be implemented by any parameter-e cient structured
tuning methods [2, 4, 77, 79] that directly adjust the hidden representations,e.g., in-
serting an adapter module sequentially after the sensitive weight matrices. Therefore,
our SPT adaptively combines both unstructured and structured tuning granularity and
allocates trainable parameters with high exibility and representational capability for

each distinct downstream task.

This chapter has the following key contributions. 1) We make the pioneering explo-
ration to identify the task-speci c important positions under the PEFT setting, which

is fast, e ective, versatile to be applied to various backbones with di erent pre-training
strategies, and orthogonal to the existing PEFT methods. 2) Based on the sensitivity
criterion, we propose a trainable parameter allocation strategy that adaptively combines
both unstructured and structured tuning under a desired parameter budget to achieve
high exibility, large capacity, and favorable trade-o between parameter e ciency and
accuracy. 3) Our SPT is complementary to the existing PEFT methods and boosts their

performance by large margins, as shown on a total of 24 downstream recognition tasks.



For instance, SPT improves Adapter [1] by 4.2% mean Top-1 accuracy, outperforming

the SOTA PEFT methods on the FGVC benchmark.

2.2 Related Work

Parameter-e cient ne-tuning. Full ne-tuning is the most predominant approach
when adapting a large-scale pre-trained model to downstream tasks, where the model is
initialized from the pre-trained weights with all parameters trainable. Yet, when a model
becomes larger, parameter-e cient ne-tuning [91, 92] is highly desirable, which tunes
only a tiny portion of parameters to alleviate the storage burden. The general PEFT ap-
proaches can be categorized into addition-based PEFT methods and reparameterization-

based PEFT methods.

Addition-based PEFT attaches additional trainable parameters to the backbone and only
tunes these parameters. Apart from Prompt tuning [4] and Adapter [1], recent addition-
based methods study connecting or combining existing PEFT methods. For instance,
He et al. [93] connect Prompt tuning and Adapter and provide a uni ed view that all
PEFT approaches share the same design to adjust the hidden representations. Zhang
et al. [78] search for the optimal con gurations to combine multiple PEFT approaches
following once-for-all scheme [94, 95]. Since the additional parameters require extra
computations compared to full ne-tuning, a few recent works [96, 97] design specic
architectures to avoid storing the intermediate activations, thereby alleviating the ne-
tuning memory cost. However, it is noteworthy that enhancing training e ciency is not

the primary objective of our work.

Inheritance/Reparameterization-based PEFT aims to avoid extra computational costs by
tuning parameters that are inherently in or can be reparameterized into the backbone
during inference. Prior inheritance-based PEFT works select the parameters that are
inherently in the backbone, including the bias terms [98], the last several layers [85, 99],
and weight connections [100, 101]. Reparameterization targets converting an ine cient
multi-path network module into an e cient single-path one [102]. To reparameterize new
parameters into the backbone [103, 104], representative work LoRA [2] optimizes two
low-rank matrices which can be further merged into the weight matrices. In contrast to

the aforementioned works, we argue the importance of tuning parameters at task-speci c
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important positions and quickly identify them with our proposed parameter sensitivity
criterion before tuning, which is complementary to and provides valuable guidance for
the existing PEFT methods. Moreover, our SPT can also be inference-e cient when
implementing structured tuning with any reparameterization-based structured tuning
method. Recently, SSF [104] is proposed to introduce trainable scaling and shifting
parameters that can be absorbed into the previous linear layers. However, it cannot
scale to higher trainable parameter budgets and requires a complex and time-consuming
hyper-parameter search for learning rate, weight decay, and drop-path rate on each

individual dataset, thus is not directly comparable to our method.

Task-speci c transfer learning. The e ectiveness of transferring pre-trained models
to downstream tasks strongly depends on the relationship between the source and target
tasks [80{83]. This has motivated the community to explore the optimal pre-training
data [105, 106], model [107, 108], and weights [84, 109] for the target task. To seek suit-
able task-speci ¢ pre-training data, Cui et al. [105] select the source domain data from
the top-k most similar classes measured by Earth Mover's Distance; Yooret al. [106]
weight each class in the source domain with reinforcement learning; and Puigcervest
al. [110] rst train a diverse set of experts and then select the most relevant expert
for each target task. Another line of work selects a suitablepre-trained model for the
target task ahead of ne-tuning by measuring the transferability of pre-trained mod-
els to the target domain with interclass covariance between the source data and target
classes [111] or conditional cross-entropy [107] between the source and target labels.
Considering the transferability of the feature representations at distinct layers for the
same pre-trained model is di erent [85, 86], recent works [112, 113] endeavdransfer
task-speci c weightsby freezing some pre-trained weights and ne-tuning the rest. For
example, the task-speci ¢ ne-tuned weights are selected by learning a policy network
with Gumbel-Softmax [84], optimizing a sparse mask withLy norm [100], and learning
binary gates for each parameter [101]. Our SPT also adaptively selects task-speci ¢ pa-
rameters. In contrast to the previous work, we 1) derive task-speci ¢ important positions
prior to ne-tuning with only a single forward and backward pass, which is computation-
ally e cient; 2) mask the gradients for insensitive parameters in unstructured tuning
with xed binary masks, thereby having more a ordable ne-tuning memory than opti-
mizing learnable binary masks in [100, 101]. Furthermore, this study is among the rst

to propose an adaptive allocation of task-speci c trainable parameters. We employ both
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ne-grained unstructured and coarse-grained structured tuning granularities to achieve

high exibility and representational capability.

2.3 Method

Our sensitivity-aware visual parameter-e cient ne-tuning consists of two stages. In
the rst stage, SPT measures the task-speci ¢ sensitivity for the pre-trained parameters
(Section 2.3.1). Based on the parameter sensitivity and a given parameter budget,
SPT then adaptively allocates trainable parameters to task-speci ¢ important positions

(Section 2.3.2).

2.3.1 Task-specic Parameter Sensitivity

Recent research has observed that pre-trained backbone parameters exhibit varying fea-
ture patterns [114, 115] and criticality [116, 117] at distinct positions. Moreover, when
transferred to downstream tasks, their e cacy varies depending on how much pre-trained
features are reused and how well they adapt to the speci ¢ domain gap [82, 85, 86]. Mo-
tivated by these observations, we argue that not all parameters contribute equally to
the performance across di erent tasks in PEFT and propose a new criterion to measure

the sensitivity of the parameters in the pre-trained backbone for a given task.

Speci cally, given the training dataset D; for the t-th task and the pre-trained model

measured by the empirical risk di erence when tuning it:

Sn = E(Di;w)  E(Dg;w jwy = wWy); (2.1)

where w,, = argmin (E (D¢;w)). We can reparameterize the tuned parameters asv,, =
Wn+  w,, Wh(vavrne w, denotes the update forw, after tuning. Here we individually
measure the sensitivity of each parameter, which is reasonable given that most of the
parameters are frozen during ne-tuning in PEFT. However, it is still computationally

intensive to compute Eq. (2.1) for two reasons. Firstly, getting the empirical risk for N
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Algorithm 1~ Computing task-speci ¢ parameter sensitivities

Input:  Pre-trained model with network parameters w, training set D; for the t-th
task, and number of training samplesC used to calculate the parameter sensitivities
Output:  Sensitivity set S = fsg;:::;sn0

Initialize S = fogN

Get the i-th training sample of Dy
Compute lossE
Compute gradients g

Update sensitivity for the n-th parameter: s, = s, + g2
end for
end for

Figure 2.2: Overview of our trainable parameter allocation strategy. With the pa-
rameter sensitivity set S, we rst get the top- sensitive parameters. Instead of directly
tuning these sensitive parameters, we also boost the representational capability by re-
placing unstructured tuning with structured tuning at sensitive weight matrices that
have a large number of sensitive parameters, which can be implemented by an existing
structured tuning method, e.g., LORA [2] and Adapter [1]. Red lines and blocks repre-
sent trainable parameters and modules, while blue lines represent frozen parameters.

parameters requires forwarding the entire networkN times, which is time-consuming.
Secondly, it is challenging to derive ,, as we have to tune each individualw, until

convergence.

To overcome the rst barrier, we simplify the empirical loss by approximating s, in the

vicinity of w by its rst-order Taylor expansion
sgl) = Onh w, (2.2)

where the gradientsg = @E=@®, and g, is the gradient of the n-th element of g. To
address the second barrier, following [118, 119], we take the one-step unrolled weight as
the surrogate for w, and approximate , in Eq. (2.2) with a single step of gradient
descent. We can accordingly ge'sﬁl) g2 , where is the learning rate. Since is the
same for all parameters, we can eliminate it when comparing the sensitivity with the
other parameters and nally get

s g (2.3)
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Therefore, the sensitivity of a parameter can be e ciently measured by its potential to
reduce the loss on the target domain. Note that although our criterion draws inspiration
from pruning work [88], it is distinct from it. [88] measures the parameter importance by
the squared change in loss when removing them,e., (E(D¢;w)  E(D¢;w j w, =0)) 2
and nally derives the parameter importance by (gnwn)z, which is di erent from our

formulations in Egs. (2.1) and (2.3).

In practice, we accumulate S from a total number of C training samples ahead of ne-
tuning to generate accurate sensitivity as shown in Algorithm 1, whereC is a pre-de ned
hyper-parameter. In Section 2.4.3, we show that employing only 400 training samples
is su cient for getting reasonable parameter sensitivity, which requires only 5.5 seconds

with a single GPU for any VTAB-1k dataset with ViT-B/16 backbone [37].

2.3.2 Adaptive Trainable Parameters Allocation

Our next step is to allocate trainable parameters based on the obtained parameter sen-
sitivity set S and a desired parameter budget . A straightforward solution is to directly
tune the top- most sensitive unstructured connections (parameters) while keeping the
rest frozen, which we name unstructured tuning. Speci cally, we select the top- most
sensitive weight connections inS to form the sensitive weight connection setT. Then,
for a weight matrix W 2 RYn do \we can get a binary maskM 2 RY%» dot computed
by 8

i o 2 wi2T

1
S _ ; (2.4)
-0 wla2T

where W ! and M | are the j-th element in W and M , respectively. Accordingly, we

can train the sensitive parameters by gradient descent and the updated weight matrix

can be formulated asw © W gw M, wheregw is the gradient for W .

However, considering PEFT approaches generally limit the proportion of trainable pa-
rameters to less than 1%, tuning only a small number of unstructured weight connections
might not have enough representational capability to handle the downstream datasets
with large domain gaps from the source pre-training data. Therefore, to improve the
representational capability, we propose to replace unstructured tuning with structured

tuning at the sensitive weight matrices that have a high number of sensitive parameters.

To preserve the parameter budget, we can implement structured tuning with an existing
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e cient structured tuning PEFT method [1, 2, 77, 79] that learns to directly adjust all
hidden dimensions at once. We depict an overview of our trainable parameter allocation
strategy in Figure 2.2. For example, we can employ the low-rank reparameterization
trick LORA [2] to the sensitive weight matrices and the one-step update forwW can be

formulated as

8

; Pdin dou j
W 0= W WaounWep i M o (2.5)
2w gw M otherwise

where W gown 2 R ' and Wy 2 R dout gre two learnable low-rank matrices to
approximate the update of W and rankr is a hyper-parameter wherer ~ min(din; dout)-
In this way, we perform structured tuning on W when its number of sensitive parameters
exceeds opt, Whose value depends on the pre-de ned type of structured tuning method.
For example, since implementing structured tuning with LORA requires 2 din  dout T
trainable parameters for each sensitive weight matrix, we set | ora 2 din dout T

to ensure that the number of trainable parameters introduced by structured tuning is

always equal to or lower than the number of sensitive parameters.

In this way, our SPT adaptively incorporates both structured and unstructured tuning

granularities to enable higher exibility and stronger representational power, simultane-
ously. In Section 2.4.3, we show that structured tuning is important for the downstream
tasks with larger domain gaps and both unstructured and structured tuning contribute

clearly to the superior performance of our SPT.

2.4 Experiments

2.4.1 Experimental Setup

Datasets and metrics. ~ We evaluate our SPT on total 24 downstream tasks in two
groups following [4]. 1) FGVC is a benchmark for ne-grained visual classi cation,
including CUB-200-2011 [12], NABiIrds [14], Oxford Flowers [23], Stanford Cars [9], and
Stanford Dogs [13] datasets. Each FGVC dataset contains between 55 to 200 classes
and a few thousand images for train, validation, and test. We follow the validation
splits in [4] if the validation set is unavailable. 2) VTAB-1k [3] is a large-scale transfer

learning benchmark consisting of a collection of 19 visual classi cation tasks. VTAB-1k
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ViT-B/16 Total FGVC VTAB-1k
(85.8M) params | Tuned / Total Mean Acc. Tuned / Total ~Natural ~Specialized ~ Structured ~ Mean Acc.
Full 24.02 100% 88.5 100% 75.9 83.4 47.6 69.0
Addition-based methods
Mip -3 1.35 1.50% 79.8 1.42% 67.8 72.8 30.6 57.1
Prompt -shallow 1.04 0.31% 84.6 0.13% 76.8 79.7 47.0 67.8
Prompt -deep 1.18 0.98% 89.1 1.14% 78.5 82.4 55.0 72.0
Adapter -8 1.06 0.39% 85.5 0.23% 79.0 84.1 58.5 73.9
Adapter -32 1.19 0.95% 85.6 0.71% 79.6 84.0 58.3 74.0
AdaptFormer 1.09 0.44% 85.1 0.36% 80.6 _85.4 58.5 74.8
NOAH - - - 0.52% 80.2 84.9 _61.3 75.5
SPT-Adapter  (Ours) 1.08 0.41% 89.5 0.30% 81.3 85.3 60.8 _75.8
SPT-Adapter  (Ours) 1.10 0.47% 89.8 0.44% 82.0 85.8 61.4 76.4
Reparameterization-based methods
Linear 1.02 0.12% 79.3 0.04% 68.9 77.2 26.8 57.6
Partial -1 3.00 8.38% 82.6 8.30% 69.4 78.5 34.2 60.7
Bias 1.05 0.13% 88.4 0.13% 73.3 78.3 44.1 65.2
LoRA -8 1.07 0.55% 86.0 0.23% 79.5 84.6 60.5 74.9
LoRA -16 1.18 0.90% 84.8 0.69% 79.8 84.9 60.2 75.0
SPT-LoRA (Ours) 1.08 0.41% 89.3 0.31% 81.5 85.6 60.7 75.9
SPT-LoRA (Ours) 1.15 0.60% 90.1 0.63% 81.9 85.9 61.3 76.4

Table 2.1: Comparisons on FGVC and VTAB-1k [3] benchmarks using supervised

pre-trained ViT-B/16 backbone pre-trained on ImageNet-21k. \Total params" denotes

the ratio of the total number of parameters needed for all downstream tasks relative

to the one for the pre-trained backbone, and \Tuned/Total" denotes the fraction of

trainable parameters. Top-1 accuracy (%) is reported. The best result is inbold , and
the second-best result is underlined

can further be divided into three groups, including Natural tasks with natural images,
Specialized tasks with images captured by specialized equipment, e.g., medical images,
and Structured tasks with images mostly generated from synthetic environments. Each
of the VTAB-1k datasets has only 800 training and 200 validation samples, while the
test set sizes vary. We use top-1 accuracy (%) averaged within each group as our main

metric following [4].

Pre-trained backbones. We conduct experiments on the plain vision Transformer
backbone ViT-B/16 [37] that is pre-trained on ImageNet [5] with di erent pre-training
strategies following [4], including supervised pre-training and self-supervised pre-training
with MAE [21] and MoCo v3 [22] following [4]. We also conduct experiments on the
representative hierarchical vision Transformer backbone Swin-B [25] under supervised

pre-training.

Contenders. We categorize the baseline methods into addition-based and
reparameterization-based PEFT methods as introduced in Section 2.2. Unless speci-

ed, all baseline methods keep the backbone frozen. Addition-based methods require



16

ViT-B/16 Total VTAB-1k  MAE VTAB-1k  MoCo v3

(85.8M) Params Tuned / Total Natural Specialized Structured Mean Acc. Tuned / Total Natural Specialized Structured Mean Acc.

Full 38.02 100% 59.3 79.7 53.8 64.3 100% 720 84.7 42.0 69.6

Addition-based methods

Adapter -8 1.08 0.23% 57.2 78.4 54.7 63.4 0.23% 27.6 70.9 48.4 49.0

Adapter -32 1.28 0.95% 55.3 78.8 53.3 62.5 0.99% 742 82.7 47.7 68.2

Prompt -shallow 1.02 0.12% 40.0 69.7 275 45.7 0.12% 67.3 82.3 37.6 62.4

Prompt -deep 1.05 0.23% 36.0 60.6 26.6 41.1 0.07% 70.3 83.0 42.4 65.2

SPT-Adapter  (Ours) | 1.07 0.26% 64.8 824 60.4 69.2 0.08% 76.1 84.9 60.1 737

SPT-Adapter  (Ours) | 1.13 0.41% 65.6 82.7 60.7 69.7 0.30% 76.6 85.0 61.7 74.4
Reparameterization-based methods

Linear 1.02 0.04% 18.9 52.7 23.7 32.1 0.04% 67.5 81.1 30.3 59.6

Partial -1 4.16 8.30% 58.4 78.3 47.6 61.5 8.30% 72.3 84.6 47.9 68.3

Bias 1.06 0.13% 54.6 75.7 47.7 59.3 0.13% 729 81.1 53.4 69.2

LoRA -8 1.08 0.23% 57.5 7.7 57.7 64.3 0.23% 21.2 66.7 45.1 443

LoRA -16 1.28 0.69% 57.3 771 59.9 64.8 0.69% 16.0 64.0 48.7 42.9

SPT-LoRA (Ours) 111 0.29% 63.8 81.6 60.0 68.5 0.30% 76.5 85.4 63.0 75.0

SPT-LoRA (Ours) 1.23 0.69% 65.4 82.4 61.5 69.8 0.50% 76.5 86.0 63.6 75.3

Table 2.2: Comparisons on VTAB-1k [3] benchmark using self-supervised ViT-B/16

backbone pre-trained by MAE [21] and MoCo v3 [22]. \Total params" denotes the

ratio of the total number of parameters needed for all downstream tasks relative to the

one for the pre-trained backbone, and \Tuned/Total" denotes the fraction of trainable

parameters. Top-1 accuracy (%) is reported. The best result is inbold, and the
second-best result is underlined

extra computations during inference, includingMlp -k, Prompt -shallow [4], Prompt -
deep [4], Adapter -k [1], AdaptFormer [77], and NOAH [78]. Reparameterization-
based methods have no additional computational overhead during inference, including
Linear , Partial -k, Bias [98], and LoRA -k [2]. Herek represents the number of bot-
tleneck dimension in Adapter -k and LoRA -k. We also compare with full ne-tuning

which is denoted by Full . We introduce the details of these methods in Appendix A.1.

We also introduce two variants of our SPT: addition-basedSPT-Adapter and
reparameterization-basedSPT-LoRA . SPT-Adapter directly adjusts the hidden rep-
resentations that are computed by sensitive weight matrices following [1], whileSPT-
LoRA approximates updating the sensitive weight matrices following [2]. For the two
variants, we follow the exact weight initializations that are described in [2] and follow [78]

to set the bottleneck dimension as 8.

Implementation details. Following [78], we use the AdamW optimizer [120] with
cosine learning rate decay and set the batch size, learning rate, and weight decay as
64, 1 10 3 and 1 10 4, respectively. We also follow [78] for the standard data
augmentation pipeline. We set the number of training samplesC used to calculate our

parameter sensitivities in Algorithm 1 universally to be 800 for the main experiments.
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Method Tuned / Natural Specialized Structured Mean /
Total Acc.
Full 100% 79.1 86.2 59.7 75.0
Addition-based methods
Mip -3 1.60% 73.6 75.2 35.7 61.5
Prompt -shallow 0.04% 79.9 82.5 37.8 66.7
Prompt -deep 0.23% 76.8 84.5 53.4 71.6
Adapter -8 1.18% 81.7 87.3 61.2 76.7
SPT-Adapter  (ours) 0.33% 83.0 87.3 62.1 77.5
Reparameterization-based methods
Linear 0.04% 73.5 80.8 335 62.6
Partial -1 2.15% 73.1 81.7 35.0 63.3
LoRA -8 1.18% 81.7 87.2 60.1 76.3
SPT-LoRA (ours) 0.49% 83.1 87.4 60.4 77.2

Table 2.3: Comparisons on VTAB-1k [3] benchmark with supervised pre-trained Swin-
B [25]. \Tuned/Total" denotes the fraction of trainable parameters. Top-1 accuracy
(%) is reported. The best result is inbold .

2.4.2 Main Results

We compare our method with the baseline methods under di erent backbones, pre-

training strategies, and tasks.

Visual recognition with ViT backbone. First, our proposed SPT-Adapter and
SPT-LoRA achieve the best performance under di erent trainable parameter budgets
with supervised pre-trained ViT-B/16 backbone, as shown in Table 2.1 and Figure 2.3 (a).
For instance, SPT-Adapter  outperforms the SOTA method NOAH by a clear margin
of 0.9% mean top-1 accuracy over the 19 VTAB-1k datasets with fewer trainable param-
eters. We speculate that our SPT variants allocate trainable parameters at task-speci ¢
positions compared to the heuristically selected positions in the baseline methods, which
contributes to our superior performance. We also observe that ouSPT-Adapter and
SPT-LoRA achieve large performance gains ovekdapter and LORA variants, respec-
tively. For example, SPT-Adapter and SPT-LoRA with 0.41% trainable parameters
respectively improve Adapter -8 and LoRA -8 signi cantly by 4.0% and 3.3% mean ac-
curacy on the FGVC benchmark. This suggests that identifying task-speci ¢ important
positions and combining both unstructured and structured tuning granularities with

SPT are complementary to the existing PEFT methods and boost their performance.
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Second, SPT variants outperform baseline methods and full ne-tuning by signi cant
margins with the self-supervised pre-trained ViT-B/16 backbonesAs shown in Table 2.2,
existing PEFT approaches exhibit inferior results than full ne-tuning with the self-
supervised pre-trained backbones MAE and MoCo v3. It is worth noting that previous
PEFT methods yield inconsistent results with the backbones of di erent pre-training
strategies. In contrast, SPT variants consistently outperform full ne-tuning. In par-
ticular, SPT-Adapter achieves remarkable 5.8% and 5.5% mean top-1 accuracy gains
over the best-performing baseline method on VTAB-1k benchmark with only 0.26% and
0.08% trainable parameters for MAE and MoCo v3 pre-trained backbones, respectively.
Moreover, our observation in Appendix A.2 suggests that self-supervised pre-trained ViT
backbones have more diverse sensitivity distributions and a higher variance in sensitivity
across di erent tasks than the supervised pre-trained one. This leads to the conjecture
that baseline methods which assign trainable parameters to the same positions for all
tasks may fail to mitigate the distinct domain gaps in individual downstream datasets,

whereas our SPT allocates trainable parameters to task-speci ¢ positions accurately.

Visual recognition with Swin and ConvNeXt backbones. From Table 2.3, we
observe that our SPT-LORA and SPT-Adapter also achieve SOTA performance with
Swin-B backbone on all dataset groups. We also follow VPT [4] to apply SPT variants to
ResNet-alike architecture ConvNeXt-Base [24] and report the results in Table 2.4. We
observe that SPT variants achieve better trade-o s between accuracy and parameter
e ciency than the baseline methods. The results further demonstrate the versatility

and e ectiveness of our SPT.

Semantic segmentation. We follow VPT [4] to conduct semantic segmentation on
ADE20k dataset. Following the settings of [4], we apply our SPT to SETR-PUP [26]
framework with ViT-L backbone and only allocate trainable parameters to the backbone
with the head fully ne-tuned. We report the mloU results in Table 2.5. Notably,
SPT-LoRA and SPT-Adapter outperform the baseline methods by large margins,
indicating our SPT can be generalized to the semantic segmentation task. We report the
results for conducting only structured tuning for both SPT-LoRA and SPT-Adapter

as it yields higher mloU.
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Method Tuned/Total Natural Specialized Structured Mean Acc.
FULL 100% 78.0 83.7 60.4 74.0
LoRA 0.79% 82.2 84.7 64.1 77.0
Adapter 0.47% 83.1 84.9 64.6 775
SPT-LoRA (ours) 0.57% 83.4 86.7 65.9 78.7
SPT-Adapter (ours) 0.36% 83.7 86.2 65.3 78.4

Table 2.4: Comparisons on VTAB-1k [3] benchmark with supervised pre-trained
ConvNeXt-Base [24] backbone. \Tuned/Total" denotes the fraction of trainable pa-
rameters. Top-1 accuracy (%) is reported. The best result is inbold .

Method mloU-s.s. (%) mloU-m.s. (%) Trainable Param.
VPT 44.0 45.6 15.8M
LoRA 43.9 45.9 14.7M
Adapter 44.4 46.6 14.6M
SPT-LoRA (ours) 45.4 47.5 14.6M
SPT-Adapter (ours) 45.2 47.2 14.6M

Table 2.5: Semantic Segmentation: Comparisons on ADE20k [19]al with SETR [26]
on ViT-L backbone. We report both single-scale (s.s.) and multi-scale (m.s.) mloU
results. The best result is inbold .

2.4.3 Ablation Study

E ect of the sensitivity criterion. We investigate the e ectiveness of our sensitivity
criterion on VTAB-1k by employing structured tuning methods from [1, 2, 4] to the task-
speci ¢ sensitive weight matrices. Note that we do not conduct unstructured tuning to
ensure fair comparisons. The results are presented in Figure 2.3 (b). Our criterion brings
consistent 1.1%, 1.6%, and 0.8% performance gains f&trompt -deep, Adapter -32,
and LoRA -16, respectively, which demonstrates the e ectiveness and versatility of our

sensitivity criterion to identify accurate task-speci c important positions.

E ect of structured and unstructured tuning. We investigate the e ectiveness
of unstructured and structured tuning individually on VTAB-1k. The results are pre-
sented in Table 2.6. We start by applying Adapter -8 to the sensitive weight matrices
identi ed by our sensitivity criterion ( SPT-Adapter  w/o unstructured). We observe
that our sensitivity criterion boosts the performance of all the dataset groups by clear
margins, which again demonstrates the importance of our sensitivity criterion. Next,
we observe that allocating the trainable parameters to the unstructured sensitive weight
connections also brings accuracy improvement to the Natural and Specialized datasets

from Adapter -8. However, we nd that structured tuning is especially important for
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Figure 2.3: (a) Accuracy vs. parameter e ciency with supervised pre-trained ViT-
B/16 backbone on VTAB-1k [3]. SPT variants perform favorably against the other
PEFT approaches and are more scalable. (b) Applying other PEFT structured tuning
methods [1, 2, 4] to the task-speci ¢ sensitive weight matrices (denoted by TSM) iden-
ti ed by our criterion with supervised pre-trained ViT-B/16 backbone on VTAB-1k.
Our criterion brings consistent performance gain. (¢) Domain vs. performance gaps
for di erent dataset groups in VTAB-1k [3]. The blue bars show the domain gaps be-
tween the source domain (ImageNet [5]) and target domains, which are measured by
Maximum Mean Discrepancy (MMD) distance [6]. The red line represents the per-
formance gaps betweerSPT-Adapter  w/o unstructured and w/o structured, using
supervised pre-trained ViT-B/16 backbone. The dataset groups are Natural, Special-
ized, and Structured. Structured tuning is important for achieving good performance
on Structured datasets with larger domain gaps.

achieving good performance on Structured datasets. To further investigate this phe-
nomenon, we observe that Structured datasets have larger domain gaps from the pre-
training source domain [5] compared to Natural and Specialized datasets as visualized
in Figure 2.3 (c). We hence conjecture that structured tuning has a higher representa-
tional capability than unstructured tuning which facilitates mitigating the large domain
gaps during ne-tuning (see Appendix A.3 for visual examples). Finally, we observe
that incorporating both structured and unstructured tuning at task-speci ¢ important

positions achieves the highest performance on all dataset groups.

E ect of number of training samples C to get parameter sensitivity. We
investigate the e ect of the number of training images C for calculating our parameter
sensitivity. We randomly sample training samples and report the mean results over three
runs in Table 2.8. We nd that our SPT is robust to the number of training samples C
and randomly sampling 400 out of a total of 800 training samples is su cient to obtain
accurate task-speci ¢ important positions, e.g., calculating the sensitivity for ViT-B/16
backbone takes only 5.5 seconds with a single GPU on any of the VTAB-1k datasets

and this computation is required only once.

Computational cost analysis. We investigate the computational cost of SPT-

LoRA by comparing with full ne-tuning, addition-based method Prompt -deep, and
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Figure 2.4: Parameter sensitivity patterns under 0.4M trainable parameter budget

for ViT-B/16 backbone with dierent pre-training strategies on three sample tasks

from VTAB-1k [7]. The proportions exhibit task-speci ¢ varying patterns in terms of

network depth (upper gures) and task-agnostic similar patterns in terms of operations
(lower gures).

Method Tuned / Natural Specialized Structured Mean /
Total Acc.
Adapter -8 0.23% 79.0 84.1 58.5 73.9
SPT-Adapter  w/o unstructured 0.29% 81.2 85.1 60.3 75.5
SPT-Adapter  w/o structured 0.34% 81.2 85.0 59.6 75.3
SPT-Adapter 0.30% 81.3 85.3 60.8 75.8

Table 2.6: Ablation study on structured and unstructured tuning only with supervised

pre-trained ViT-B/16 backbone. Top-1 accuracy (%) is reported. We set dierent

parameter constraints to align the fractions of trainable parameters for these cases.
The best result is in bold .

Method Inference Latency Inference Memory Fine-tuning Memory
(ms/img) (GB) (GB)

Full 2.8 1.3 11.9

Prompt -deep 3.8 1.9 13.2

LoRA -16 2.8 1.3 8.2

SPT-LoRA w/o unstructured 2.8 1.3 8.3

SPT-LORA 2.8 13 9.8

Table 2.7: Cost comparisons with ViT-B/16 backbone on the VTAB-1k [3] bench-

mark with around 0.70% fractions of the trainable parameters. We report the latency

(ms/img) and the peak memory usage (GB) with image resolution 224 224 on a single
GeForce 3090 GPU. The best result is inbold .

reparameterization-based methodL.oRA -16. The results are presented in Table 2.7. We
observe thatPrompt -deep has higher inference latency and inference GPU memory due

to the additional prompts. In contrast, since the updated parameters after ne-tuning
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C 240 400 560 800
Mean Acc. 76.3 764 76.4 76.4

Table 2.8: E ect of the number of training samples used to get the sensitivity for
SPT-LoRA with supervised pre-trained ViT-B/16 backbone on VTAB-1k [3]. Top-1
accuracy (%) is reported. The best result is inbold .

can be reparameterized and merged into the pre-trained model, ouBPT-LORA , SPT-
LoRA wi/o unstructured tuning, and LoRA -16 are more e cient than Prompt -deep
during inference. However, we observe that oulSPT-LORA has slightly higher ne-
tuning memory than the full ne-tuning and LoRA -16 which is taken up by updating
the unstructually-tuned parameters with sparse gradients in Eq. (2.5). Additionally, for
memory-intense scenarios, one can employ SPT-LoRA w/o unstructured tuning for im-
proved performance (0.8% Top-1 accuracy on VTAB-1k) and similar ne-tuning memory

as LoRA, as shown in Figure 2.3 (b) and Table 2.6.

2.4.4 Observations on Sensitivity Patterns

Our sensitivity criterion identi es task-speci ¢ important positions, which can reveal the
contributions of the pre-trained weights to di erent downstream tasks during transfer
learning. We visualize the proportions of the sensitive parameters for the supervised
pre-trained ViT-B/16 backbone under 0.4M trainable parameter budget in Figure 2.4.
First, we investigate the most sensitive blocks, whose numbers of sensitive parameters
are summed and normalized over the 12 ViT-B/16 blocks. We observe that the patterns
of the sensitive parameter proportions vary markedly across di erent tasks, which echoes
the observations made in [84]. This suggests that we should not introduce trainable pa-
rameters to the same positions for each individual task but allocate trainable parameters
at task-speci c ones as we proposed. Next, we investigate the most insensitive weight
matrices within a block. A ViT block consists of a query W 4, a key W, a valueW,, and
an output W, weight matrices in the multi-head self-attention layer and two weight ma-
trices W¢c1 and Wi, in the feed-forward network as elaborated in [37, 121]. We observe
that the query W and key W weight matrices have the lowest proportions of sensitive
parameters for all three sample tasks. Sinc&/ 4 and W are responsible for learning the
attention scores which indicate the pairwise similarity among the patches, we speculate
that although domain changes, the patch relationships learned during pre-training can

be e ciently reused when transferred to downstream classi cation tasks.
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2.5 Chapter Summary and Future Work

In this chapter, we have explored identifying and allocating trainable parameters to
task-speci ¢ important positions for visual parameter-e cient tuning. Speci cally, we
have proposed a novel criterion to quickly measure the sensitivity of the pre-trained
parameters for each speci c task before ne-tuning. Based on the parameter sensitivity,
we have proposed a trainable parameter allocation strategy that adaptively combines
both unstructured and structured tuning under a desired trainable parameter budget,
enabling high representational capability and exibility. Finally, we have conducted
extensive experiments on a total of 24 downstream recognition tasks with both plain
and hierarchical vision Transformer backbones under di erent pre-training strategies
to demonstrate the versatility and e ectiveness of our proposed SPT. Notably, we have
shown that our approach is complementary to the existing PEFT methods and improves
their performance signi cantly. In the future, we will explore adapting large vision
models to more downstream tasks with SPT,e.q.,, dense prediction and vision-and-
language tasks, and improve the training e ciency of SPT for on-device training [122,
123].



Chapter 3

E cient Stitchable Task
Adaptation

3.1 Introduction

The paradigm of pre-training and ne-tuning has underpinned modern applications in
both vision and language. With o -the-shelf models pre-trained on large-scale datasets,
the de-facto choice is vanilla full ne-tuning, which tunes all the model parameters with
the downstream data. To reduce memory footprint and avoid over tting, an emerging
trend is to tune a small proportion of the model parameters while freezing the majority
ones with PEFT [1, 2, 4]. However, both full ne-tuning and PEFT target at an
exclusive speci c resource budget for each downstream task, while in reality, we often
need to deploy multiple models simultaneously to meet various resource demands. This
makes us ponder:What is an e ective and e cient way to obtain a palette of ne-tuned

models meeting di erent resource constraints?

A natural approach is to compress a well-trained large model into numerous smaller ones
using model pruning or quantization techniques [124{127]. However, the computational
cost grows linearly with the number of deployment scenarios. Following the once-for-all
network [94, 128], a few works rst pre-train a weight-sharing over-parameterized su-
pernet, then adapt the supernet to the downstream tasks. Although promising, training
supernets at scale with large datasets requires prohibitive computational resourceg,g.,

thousands of GPU training hours, which is practically infeasible.

24
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Method ‘ Adapting supernet Deployment GPU hours Fine-tuning memory Trainable parameter # FLOPs range (G) LLM friendly
NAT [27] 7 >1,000 - >10M [0:2; 0:6] 7
TOFA [28] 3 >1,000 - >10M [0:2;2:5] 7
SN-Net [8] 7 19.3 13,235M 124.2M [B;17:6] 7
ESTA (ours) 7 5.0 9,685M 4.6M [13;17:6] 3

Table 3.1: Comparison of frameworks for obtaining a palette of networks to meet
di erent hardware e ciency constraints. Supernet-based methods NAT [27] and
TOFA [28] necessitate a supernet training stage plus long deployment GPU hours and
are restricted to small FLOPs ranges. SN-Net [8] employs model stitching to achieve
a wide FLOPs range with signi cantly reduced deployment GPU hours. Our ESTA
framework further reduces the deployment GPU hours, ne-tuning memory, and train-
able parameters, and is scalable to produce LLM stitches with billions of parameters
(Section 3.5.2). The deployment GPU hours and ne-tuning memory for both SN-Net
and ESTA are measured on a single NVIDIA GeForce RTX 3090 GPU when stitching
VIT-Ti/S/B anchors [29] with batch size 64. indicates data is inferred from the train-
ing recipe of TOFA's supernet architecture FBNetV3 [30].

On the other hand, there are many open-source large models [21, 129, 130] from com-
munities such as HuggingFace [131] that are pre-trained on large-scale datasets and
ready to be downloaded. To exploit these powerful models, model stitching connects
layers from di erent models and builds new networks [64, 132, 133]. Inspired by its
success, recently, Stitchable Neural Networks (SN-Net) [8] has been proposed to stitch
pre-trained models (anchors) of the same family to quickly obtain a set of candidate
new networks (stitches) with di erent accuracy-e ciency trade-o s of a wide FLOPs
range. However, the scope of SN-Net is limited to the pre-training classi cation task on
the same source domain [10]. When directly adapting the standard approach of SN-Net
to a target domain, it faces new challenges. Speci cally, the straightforward way to
employ SN-Net in task adaptation typically requires three stages: rst adapting anchors
individually to the target domain, followed by stitching the adapted anchors, and -
nally evaluating all stitches to nd and deploy the ones on the Pareto Frontier. Such a
three-stage adaptation process is expensive and sub-optimal. Moreover, adapting SN-
Net typically needs to load and optimize all parameters of multiple models, leading to
a daunting training-time memory cost. For instance, stitching the two smallest models

in the LLaMA family [129, 129] with SN-Net under standard training settings (32-bit
oating point parameters and Adam optimizer on a single GPU) requires more than
80G Video RAM that cannot t into high-end GPUs such as NVIDIA A100. SN-Net
also requires saving a separate instance of the model family for each task, making the

storage grow linearly with the number of deployed applications.

Therefore, in this chapter, we introduce a novelE cient Stitchable T ask A daptation
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(ESTA) framework. Speci cally, built upon SN-Net [8], ESTA introduces two main de-
signs to overcome the aforementioned issues:irst, to reduce the memory and storage
costs, we tailor a Parameter-e cient Stitch ne-Tuning (PST) method, which incorpo-
rates the representative sparse ne-tuning technique LoRA [2] to keep the anchors and
stitching layer weights frozen, while approximating their updates with trainable low-rank
decomposition matrices. In addition to stitch-agnostic LORA modules, we further intro-
duce stitch-speci ¢ bias terms to alleviate the con ict among di erent stitches. Second
we propose a simple one-stage deployment pipeline to simultaneously adapt and stitch
the pre-trained anchors to the target domain. Moreover, we propose to estimate and
accumulate an importance score for each stitch via the saliency pruning criterion [134].
With the importance scores, we develop a novel stitch-sampling method to assign im-
portant stitches with higher sampling probabilities. More importantly, after ne-tuning,
the stitch importance scores can be directly used to infer the best ones at the Pareto
frontier for deployment. Table 3.1 compares di erent e cient frameworks for diverse

deployments.

Overall, this chapter has the following major contributions. 1) This is a pioneering work
to investigate the problem of e cient ne-tuning of SN-Net for task adaptation. Our
solution ESTA is a successful endeavor that delivers dozens of ready-to-deploy vision
models up to 17.6G FLOPs in 5 GPU hours as well as multiple chatbot models with bil-
lions of parameters by stitching LLaMA models [129, 135] for the instruction-following
task. 2) We devise a parameter-e cient stitch ne-tuning method that incorporates
trainable stitch-agnostic LORA modules and stitch-speci ¢ bias terms, which largely re-
duces the ne-tuning memory footprints while alleviating the interference issue among
stitches. Moreover, we streamline a simple one-stage deployment pipeline with a novel
task-speci ¢ stitch sampling strategy that greatly reduces the deployment time and im-
proves Pareto frontiers. 3) Extensive experiments conducted on 25 downstream visual
recognition tasks demonstrate that when stitching ViT-Ti/S/B [29], our ESTA achieves
remarkable performance improvements compared to the direct SN-Net adaptation coun-

terpart while utilizing signi cantly fewer trainable parameters.
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3.2 Related Work

Model stitching. Model stitching [64, 132] targets connecting the bottom layers of
one network to the top layers of another with a stitching layer. Following [132], model
stitching is rst employed to measure the similarities for the inner representations learned
by deep neural networks [64, 133, 136]. Previous works [64, 133] observe that trained
networks with di erent initializations can be e ectively stitched without incurring sig-

ni cant performance drop. Based on this observation, DeRy [137] stitches the blocks
dissected from di erent pre-trained models and assembles a new model based on their
quanti ed similarity for better performance. Herdt et al. [138] propose interpreting
the inner representations of a deep network by stitching it with a pre-trained GAN
generator. Recently, from the perspective of exible deployment, SN-Net [8] stitches
models of di erent sizes within a model family to cheaply produce numerous new net-
works with diverse accuracy and e ciency trade-o s in the pre-training task. In contrast

to [8], our work speci cally targets obtaining a palette of ne-tuned models for the task
adaptation setting. To do so, we make key redesigns including a parameter-e cient
stitch ne-tuning method and a simple one-stage deployment pipeline to overcome the

e ciency challenges in SN-Net adaptation.

Parameter-e cient ne-tuning. Parameter-e cient ne-tuning [1, 2, 4, 139] is a
powerful alternative to vanilla full tine-tuning, which updates only a small number of pa-
rameters while freezing the majority ones. Freezing the majority of parameters allows us
to optimize storage and reduces the burden on training GPU memory, as there is ho need
to store their gradients or other training time statistics. Recent research freezes the vast
majority of parameters while ne-tuning either the parameters that are inherited in the
backbone [85, 98] or additionally added, in the form of learnable prompts [4, 91], low-rank
bottleneck layers [1], learnable scaling and shifting factors [104], and separated small net-
works [96]. Meanwhile, PEFT has been employed in numerous downstream applications.
For instance, while freezing the most parameters, Polyhistor [140] learns a hyper-network
to generate adapter weights [1] for multi-task adaptation, LLaMA-Adapter [141] inserts
learnable prompts into Transformer layers for the instruction-following task, and Con-
trolNet [142] employs the zero-initialized convolutions to ne-tune di usion generative
models [143]. However, these works target only one exclusive resource budget and are

not scalable to diverse deployment scenarios. Unlike other methods, our ESTA is crafted
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to yield multiple ne-tuned models with diverse capacities while jointly incorporating

stitch-speci ¢ and stitch-agnostic lightweight trainable parameters.

Fine-tuning with multiple models. The presence of more large-scale models has
unleashed the potential to utilize multiple models instead of a single one during ne-
tuning. One line of work selects the best pre-trained model in the model zoo to ne-tune.
To identify the best model, prior studies quantize the transferability of the pre-trained
models ahead of ne-tuning by estimating their accuracy on the downstream tasks [144{
146] or the generalization capability to mitigate the domain gaps [107, 108, 147, 148].
Another way is to do model selection using an e cient online learning regime [149].
Considering the diversity among the pre-trained models, research e orts have been de-
voted to e ectively exploit their knowledge with feature aggregation [150{152], model
merging [153{156], or a mixture-of-experts architecture [157]. In contrast to previous
works that merely target better performance, our work employs o -the-shelf pre-trained

model families to produce plentiful new models for diverse deployment requirements.

3.3 Preliminaries

3.3.1 Model Stitching

Considering anL -layer feed-forward arti cial neural network f | : X 'Y parameterized
by 1, that maps any input from the input space X to the output space Y, f , can be
denoted as a composition of functions thatf , = f f1, where denotes the
function composition. In model stitching, f , can be split up at the I-th layer into two
portions of functions wherel 2 [1;L  1]. Given any input X X , the rst portion of
the head functions mapsX to activations X | at layer |, i.e, H (X )= f, fi1=X,.
The second portion of the tail functions mapsX | to the nal output, i.e, T (X|) =

fL fres.

Given another pre-trained M -layer arti cial neural network f , parameterized by »
that is split up at the m-th layer that m 2 [2; M ], we can then employ a stitching layer
S:A A ., to map between the two activation spaces at layerd and m. In this

case, we obtain a new network parameterized by and the stitching layer parameters,
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Figure 3.1: (a) lllustration of Stitchable Neural Network [8]. With two anchors from
the same model family, SN-Net connects the early layers of the smaller one to the latter
layers of the larger one with stitching layers to obtain a set of new networks with di er-
ent performance-e ciency trade-o s, e.g., the path in Blue. (b) Overview of our PST
method tailored for ne-tuning a palette of stitches, which integrates stitch-agnostic
LoRA modules with stitch-speci ¢ bias terms, aiming to promote diverse representa-
tions among stitches while maintaining low trainable parameters. (c) Overview of our
task-speci c stitch sampling. We estimate the importance scores of the stitches with a
scoring function Q( ; ) and accumulate them as global statistics with moving averages.
For a resource constraint , we sample with a categorical distribution (N ) that is pa-
rameterized by the normalized importance scores so as to assign the important stitches
with higher sampling probabilities. After ne-tuning, we directly deploy the stitches
with the highest scores to avoid the costly evaluation stage.

Figure 3.2: Distribution of pair-wise gradient angles among stitches when updating

shared weights at ne-tuning iteration 600. We highlight angle 90 with a dashed red

line. For simplicity, we show the gradient angles among the combined query, key, and

value projection matrices for a total of 32 stitches when stitching ViT-Ti and ViT-S

anchors. Generally, the gradient angles are larger in the target domain Stanford Cars [9]
than in the source domain ImageNet-1k [10].

Fs(X)=T,m S H i(X), (3.1)

where consists of partial parameters from both ; and ».
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3.3.2 Stitchable Neural Network

In Stitchable Neural Network (SN-Net) [8], let a pre-trained model family of size Z be
Z = ff ,g%.,, where ; is the model parameter of thez-th model. The goal is to derive
additional N candidate new networksN = fF .5 gh.; to adapt to various resource
constraints. To do so, SN-Net rst selects a pair of pre-trained models (anchors) from
Z and then stitches them with Eq. (3.1) at di erent layer indexes to get N stitches.
Then, SN-Net samples the stitches randomly and jointly optimizes them. An overview
of SN-Net is depicted in Figure 3.1 (a). Since the anchors vary in scale, the newly
assembled stitches have diverse performances and complexities. Importantly, SN-Net
gives practical principles to design the space oN that one should 1) stitch a pair of
nearest anchors in terms of model complexity in a model family; 2) stitch the head of
a faster and smaller anchor to the tail of a larger and slower anchor. Unless speci ed

otherwise, we adopt these as the default experimental settings in this chapter.

3.4 Method

In this section, we introduce our ESTA framework, which consists of two major compo-
nents: parameter-e cient stitch ne-tuning (PST) and a simple one-stage deployment
pipeline. PST is tailored to cheaply ne-tune a palette of stitches (Section 3.4.1 and Fig-
ure 3.1 (b)). The one-stage deployment pipeline aims to simultaneously save deployment

time and improve adaptation performance (Section 3.4.2).

3.4.1 Parameter-e cient Stitch Fine-tuning

To address the problems of large storage and memory consumption when adapting SN-
Net to downstream tasks with full ne-tuning, we introduce a parameter-e cient stitch
ne-tuning (PST) method as depicted in Figure 3.1 (b). Our basic idea is to adapt the

representative sparse ne-tuning method LoRA [2] for SN-Net ne-tuning.

LoRA on Transformer layers . Speci cally, let any pre-trained weight matrix in the
multi-head self-attention layer be W 2 RY K, we freezeW and insert trainable low-rank

decomposition matricesW goun 2 R " and W, 2 R K, wherer is the pre-de ned rank
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that r  min(d; k). In this way, the updated version of W can be formulated as
WO W + Wgown W yp: (3.2)

We follow [2] to respectively use Gaussian and zero initializations foW p and W gown

so that W gown W yp is zero at the beginning of ne-tuning.

LoRA on stitching layers . We further extend the low-rank weight update to stitch-
ing layers. In SN-Net, a stitching layer is designed as a full-rank transformation matrix.
Without loss of generality, we show the low-rank update of stitching layer S, that
stitches f | and f , at layers | and m, respectively. We rst follow the initialization
of stitching layers in [8, 133] to align the activations at layers| and m 1. Let the
activations be H [1(X) 2 R? % and H ,.,, 1(X ) 2 R? % with sequence lengthb and
feature dimensionsd; and d,. The stitching layer is parameterized by a transforma-
tion matrix M 2 R% 9 which is initialized by solving a least squares problemi.e.,
M = H 4 (X)YH ,.m 1(X), where H (X )Y is the Moore-Penrose pseudoinverse of
H ,.1(X). We nd that such initialization already has impressive representational ca-
pacity on the target domain and they can be updated with low-rank decompaosition
without hurting the performance too much. Accordingly, we update M similar to up-
dating W in Eq. (3.2) by approximating its update with two learnable low-rank matrices

with the same initializations.

Although the low-rank updates signi cantly enhance parameter e ciency, the low-rank
essence [158] largely limits the network capacity. Particularly, in task adaptation, we
often observe con icting updates on the shared weights among the stitches. Figure 3.2
gives an example, where we stitch pre-trained anchors on ImageNet-1k [10] and Stan-
ford Cars [9] and visualize the distribution of pair-wise gradient angles among di erent
stitches when updating shared weights. We nd that stitches agree less and conict
more (i.e., with more large angles) on the target domain Stanford Cars compared to the

source domain ImageNet-1k.

Stitch-speci ¢ bias . To address the above issue, we further introduce stitch-speci c
bias terms as depicted in Figure 3.1 (b). Particularly, for a linear layer parameterized
by W and a bias termb, we add bias termb® when optimizing the s-th stitch, for which

the output activation becomes W X + b+ b%. We employ a set of distinct bias terms at

di erent layers for each stitch. In this way, the stitches are encouraged to learn distinct



32

Figure 3.3: Performance comparisons with SN-Net [8] for adapting VIiT-Ti/S/B

pre-trained on ImageNet-22k [11] to Stanford Cars [9], CUB-200-2011 [12], Stanford

Dogs [13], and NABirds [14]. We denote individually ne-tuned anchors as yellow
stars. We also show the number of trainable parameters.

feature representations for di erent resource requirements. To restrict the number of
trainable parameters, following [2], we only apply PST to self-attention layers while

freezing feed-forward layers.

3.4.2 One-stage Deployment Pipeline

Simultaneously adapt and stitch anchors. As aforementioned, given a model fam-
ily Z pre-trained in the source domain, directly adapting SN-Net to a target domain
typically involves three stages. First, adapting each anchor to the target domainD by
solving ; =argmin L( ;D). Inthe second stage, at each training iteration, SN-Net
samples a stitch and optimizes it with objective L( ,;Sn; D), where |, is the set of

SN-Net parameters for stitch F ., which has been optimized once in the rst stage.

In the nal stage, all optimized stitches need to be evaluated to identify the ones on the
Pareto frontier for diverse resource constraints. Such a three-stage approach is expensive
and sub-optimal (see more discussions in Section B.6). Thus, we propose to adapt and
stitch the anchors simultaneously within one stage, by directly optimizing L( n; Sn; D)
for each sampled stitch. Moreover, we introduce a novel task-specic stitch-sampling
method to allow the promising stitches more likely to be sampled, based on a stitch
importance score. After ne-tuning, the stitches with the highest scores are naturally

selected for deployment without the need for the above nal stage evaluation.

Task-speci ¢ stitch sampling. SN-Net assumes that all stitches are equally impor-
tant and performs random (uniform) sampling during training. However, as recognized
by prior research [159, 160] that random sampling causes a gap between training and
deployment as only the best stitches on the Pareto frontier are actually deployed. More-

over, since the importance of the pre-trained weights varies in di erent downstream
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Figure 3.4: Performance comparisons with SN-Net [8] for adapting ViT-Ti/S/B pre-

trained on ImageNet-22k [11] to VTAB-1k [3] and CIFAR-100 [15]. We denote in-

dividually ne-tuned anchors as yellow stars and also show the number of trainable
parameters.

tasks [72, 84, 109], we argue that the performance of stitches that are parameterized by

these weights is also di erent across these tasks.

To this end, we propose to assign the important stitches that are likely to be on the
Pareto frontier with higher sampling probabilities during ne-tuning to ensure that they
are optimized su ciently. Speci cally, we rst estimate the importance of each stitch
with a data-dependent saliency pruning metric SNIP [134], which measures the impor-
tance with the rst-order gradient information with barely any extra computational
cost. When the n-th stitch is sampled, we can get its importance scoreQ(F s, ;X))
with the scoring function Q( ; ) [134]. To obtain robust importance scores for sampling,

we accumulate scores with moving average during trainingi.e.,

G dn @ )QF s X (3.3)
where ¢f, and ¢, ! are the importance score at thet-th and (t  1)-th iteration, respec-
tively, and 2 [0; 1) is the momentum coe cient. In this way, we can get stable impor-
tance scores. After a warm-up period that employs uniform sampling to accumulate the
scores, we assign the important stitches with higher sampling probabilities for the rest
of the ne-tuning epochs. To do so, we uniformly divide the resource constraint range
of our stitches into several intervals and sample an interval with uniform sampling.
Accordingly, we can obtain a subset of stitthesN whose resource constraints belong
to and their corresponding importance scoref) . We can then de ne a categorical
distribution based on the normalized importance scoresj.e,, (N ) =softmax(Q ) and

nally get the sampled stitch F | .s, (N ). We show that our task-speci c stitch
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sampling improves the performance in Section 3.5.3.

Additionally, with the sampled stitch, SN-Net employs knowledge distillation with a
RegNetY-160 [161] pre-trained teacher to improve its performance. However, pre-trained
teachers on downstream tasks are often unavailable. Therefore, in each training iteration,
we always sample and train the largest anchor (teacher) and transfer its knowledge to
the sampled stitch (student) similar to inplace distillation [162]. In practice, we employ
the hard-label distillation [33, 163].

Reuse stitch importance scores for deployment . After ne-tuning, with the set
of accumulated importance scoresQ for all stitches, we directly use them to select
the stitches with the highest scores to deploy, which eliminates the need for the costly
evaluation of the nal stage of the straightforward SN-Net adaptation solution. We
empirically observe that the deployed stitches are mostly on the Pareto frontier in Sec-
tion 3.5.3, suggesting our estimation of the important stitches is accurate. Furthermore,
in Section B.7, we show that the important stitches di er across di erent tasks, proving
the need for task-speci ¢ deployment strategies, as highlighted in [72, 84, 109]. It is
worth noting that although the SNIP metric has been widely employed as a one-shot
metric to e ciently estimate network performance [164, 165], we extend it to estimate

stitch importance for better training and selection.

3.5 Experiments

3.5.1 Visual Recognition

We evaluate the e ectiveness of our method on a total of 25 downstream visual recog-
nition tasks, including ne-grained visual classi cation (FGVC) benchmark, common
visual classi cation benchmark CIFAR-100 [15], and VTAB-1k [3] benchmark. FGVC
benchmark contains NABirds [14], CUB-200-2011 [12], Stanford Cars [9], Stanford
Dogs [13], and Oxford Flowers [23] tasks and the VTAB-1k benchmark includes 19 tasks
in di erent domains, each of which has 800 training samples. For visual recognition

experiments, we stitch ImageNet-21k pre-trained ViT-Ti/S/B models [29] from [166].

Implementation details. We employ the stitching space and settings (kernel size as

2 and stride as 1) in [8] for downstream visual recognition tasks. We uniformly divide
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Figure 3.5: Instruction-following comparison between Stitched LLaMA obtained by
our ESTA and the Alpaca-LoRA 7B ne-tuned with LoRA [2]. Stitched LLaMA 8B
and 11B models generate richer content than the Alpaca-LoRA 7B model.

the resource constraints supported by the stitches into around 15 intervals and deploy
one stitch within each interval. We set the hyper-parameterr for the rank of weight
updating in the self-attention layers to be 32, 16, and 8 for ViT-Ti, ViT-S, and ViT-B,
respectively. We also setr = dy==4 universally for all stitching layers and in Eq. (3.3)
as 0.9 by grid search. We follow [4] to ne-tune 100 epochs on each task and select the
other hyper-parameters and augmentation methods. We include more implementation

details in Section B.1.

Main results. We compare the performance of our ESTA with SN-Net and the individ-
ual anchors ne-tuned with LORA [2] on various datasets. The FLOPs-accuracy curves
are visualized in Figures 3.3 and 3.4. We report the averaged results over the three task
groups on VTAB-1k following [4]. Overall, the stitches obtained by our ESTA exhibit
smooth FLOPs-accuracy trade-o curves consistently across all datasets. Notably, the
curve for our ESTA outperforms SN-Net by signi cant margins with much fewer train-
able parameters. We show that the inferior results of SN-Net on downstream tasks are
led by the sub-optimal designs of ne-tuning all model parameters and a three-stage

adaptation pipeline in Section 3.5.3.
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| Alpaca-LoRA | Stitched LLaMA
67 130 |69 7.8 115 125 13.0
100 123 | 113 114 115 120 123

Parameter # (B)
Quality (%)
Table 3.2: Relative response quality to Alpaca-LoRA 7B [31] on Vicuna Bench [32].

Our Stitched LLaMA successfully interpolates the answer quality between Alpaca-
LoRA 7B and 13B.

We also observe that the stitches even outperform the anchors with comparable or
lower FLOPs in many cases. For instance, stitches outperform individually ne-tuned
ViT-S/B anchors by clear margins on NABirds, CUB-200-2011, Stanford Cars, and
Stanford Dogs datasets with comparable computational complexity. This phenomenon
is consistent with the observations made in [162, 167]. We conjecture that weight sharing
among the stitches serves as a strong regularization to improve their generalization. We

show more results on few-shot learning and stitching ConvNets [24] in Section B.3.

3.5.2 Instruction-following Task

We also evaluate the instruction-following capability when stitching the LLaMA fam-
ily [129] with our ESTA framework. We adapt and ne-tune LLaMA-7B/13B on the 52K
instruction-following dataset from [31] to obtain chatbot stitches of varying sizes. The
52K instruction-following data is generated from 175 human-written instruction-output
pairs with [168]. Each sample in the dataset is formulated by a task description, the

context of the task, and the answer that is generated by GPT-3.5 (text-davinci-003) [43].

Implementation details. We employ the stitching space and settings (kernel size as
1 and stride as 1) in [8] for the instruction-following task and introduce 40 stitches. We
uniformly divide the resource constraints supported by the stitches into 6 intervals and
deploy one stitch within each interval. We set in Eq. (3.3) as 0.9. The rankr is set to
16 and d;==4 for LORA modules in self-attention and stitching layers, respectively. We
employ Adam optimizer and ne-tune with batch size 128 for 10 epochs with gradient
accumulation. During the generation stage, we employ tope sampling to sample from
the top subword candidates with the probability p = 0:75, conduct the beam search,

and set the beam size as 4.

Results. We term the stitches obtained by our ESTA framework as Stitched LLaMA
and compare them with Alpaca-LoRA 7B and 13B that respectively freeze the LLaMA
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Figure 3.6: Ablation studies with results averaged over ve FGVC tasks. (a) E ect
of our stitch-agnostic LORA modules. \Full FT" represents full ne-tuning of all the
model parameters. \PST w/ full SL" employs fully ne-tuned stitching layers. We
also show the number of trainable parameters. (b) E ect of our stitch-speci ¢ bias
terms. \SSB" and \scaled r" represent stitch-speci ¢ bias terms and scaling the rank
hyperparameter to reach 4.6M trainable parameters, respectively. (c) E ect of our task-
speci ¢ stitch sampling. \Uniform, all* and \Uniform, best" represent all the stitches
ne-tuned with uniform sampling and their best ones in each resource constraint interval
on the Pareto frontier, respectively. (d) E ect of our strategy to simultaneously adapt
and stitch anchors. Our strategy \Adapt-and-stitch" takes 100 epochs for ne-tuning.
In contrast, \Adapt-then-stitch”, as a straightforward approach to apply SN-Net, rst
individually adapts each anchor for a total of 300 epochs, and then ne-tunes SN-Net
for another 100 epochs.

7B and 13B backbones and update the self-attention weights with LORA modules [2].
For quantitative results reported in Table 3.2, we observe that similar to the visual
recognition tasks, our Stitched LLaMA with di erent numbers of parameters generates
answers with plausible quality in-between Alpaca-LoRA 7B and 13B. Figure 3.5 gives
qualitative comparisons. Our Stitched LLaMAs produce reasonable responses, suggest-
ing the potential of our ESTA for adapting large language models (LLMs) for more

downstream language tasks. More examples can be found in Figures B.7 and B.8.

3.5.3 Ablation Study

E ect of parameter-e cient stitch ne-tuning. We investigate the e ectiveness of
our PST on ve FGVC tasks and visualize the averaged results in Figure 3.6 (a) and (b).
To recall, our PST keeps the majority of the model parameters frozen while introducing
trainable stitch-agonistic low-rank decomposition matrices and stitch-speci ¢ bias terms.
In Figure 3.6 (a), we observe that when employing LORA to the multi-head self-attention
layers, there are solid performance gains on all FLOPs ranges with signi cantly fewer
trainable parameters, echoing the observations in [4, 104]. It is suggested that low-rank
weight updates is a powerful alternative to full ne-tuning for stitching and adapting
anchors and we speculate that low-rank weight update avoids over tting under limited

downstream data. We further employ low-rank weight updates to the stitching layers
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and save 2.4M more trainable parameters with a slight overall performance drop. We
conjecture that the stitching layers for large pre-trained models are also in low intrinsic
dimensions [158] and least-squares initialization [8] already provide a good initialization

for them.

Figure 3.6 (b) shows that employing stitch-speci ¢ bias terms achieves better perfor-
mance with a ordable 1.4M extra trainable parameters. We also include the baseline
that simply scales the low-rank dimensionr to reach the same number of trainable
parameters as our PST. This baseline is inferior to our PST. We speculate that the
stitch-speci ¢ bias terms enable exible adjustments of feature representations for dif-

ferent stitches, leading to enhanced performance.

E ect of task-specic stitch sampling. We investigate the e ectiveness of our
sampling strategy (introduced in Section 3.4.2) on the ve FGVC tasks. The averaged
results are visualized in Figure 3.6 (c). We compare our task-speci c stitch sampling with
the uniform one that is adopted in [8]. We empirically nd that for uniform sampling,
there is a clear performance gap between the best stitches that will be deployed and
the others that will be dropped after training, suggesting the need for concentrating on
the important stitches during training. To this end, our task-speci ¢ sampling strategy
performs better than uniform sampling, indicating that our sampling strategy selects
accurate task-speci c important stitches. Most importantly, our strategy circumvents
the need for the costly evaluation stage in the direct solution of adapting SN-Net for

downstream tasks.

E ect of simultaneously adapting and stitching anchors. We study the e ect of
simultaneously adapting and stitching anchors strategy (introduced in Section 3.4.2) on
ve FGVC tasks. The averaged results are visualized in Figure 3.6 (d). We compare our
approach with the direct SN-Net adaptation that rst adapts each anchor individually
for a total of 300 epochs before stitching them under the exact setting as ESTA. It
can be seen that the direct SN-Net adaptation yields poor results in task adaptation.
Fine-tuned individual anchors, especially the larger ones, are likely to over t the limited
downstream data [83, 169]. Accordingly, we speculate that the adapted anchor weights
serve as a sub-optimal initialization for the stitches in the context of model stitching.
On the other hand, our approach achieves better performance and greatly saves the

ne-tuning cost.
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Figure 3.7: Left: eect of dierent PEFT technique choices. Right: e ect of the

rank hyper-parameter r in LORA modules of self-attention layers, for which the three

values represent the ranks in ViT-Ti, ViT-S, and ViT-B, respectively. The results are
averaged on ve FGVC tasks.

E ect of the PEFT technique choices. We compare the e ect of dierent PEFT
technique choices and visualize the averaged results on the ve FGVC tasks in Figure 3.7
left. We experiment to employ other PEFT techniques Adapter [1] and Adaptformer [77].
We follow their default setting to respectively insert bottleneck structures sequentially
and in parallel to the feed-forward layers and x the number of trainable parameters the
same as ours for a fair comparison. We observe that the overall performance for di erent
PEFT techniques is similar, suggesting that our ESTA framework is compatible with
more PEFT technique choices. Since low-rank weight updates of LORA [2] can be merged
into the backbone after training without extra inference computational cost, we employ

LoRA by default.

E ect of the low-rank hyper-parameter r. We investigate the e ect of di erent
r which controls the rank when updating weights in self-attention layers on the ve
FGVC tasks. The averaged results on the ve FGVC tasks are visualized in Figure 3.7
right. We nd that setting r to be di erent values barely has any e ect on the overall
performance, suggesting our ESTA framework is robust to the rank hyper-parameter.
Since settingr to be 32, 16, and 8 for low-rank updating the self-attention weights in
VIiT-Ti, ViT-S, and ViT-B has slightly higher averaged performance among the stitches,

we make it our default setting.
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3.6 Chapter Summary and Future Work

In this chapter, we have introduced a novel task adaptation framework to cheaply ob-
tain a palette of ne-tuned networks via model stitching, supporting diverse e ciency-
performance tradeo s at runtime. Speci cally, built on SN-Net, we have tailored a
parameter-e cient stitch ne-tuning method, which learns lightweight stitch-agnostic
LoRA modules and stitch-speci ¢ bias terms while keeping the majority of the param-
eters frozen. Our design signi cantly reduces ne-tuning memory and storage costs for
downstream task adaptation. Moreover, we have devised a task-speci ¢ stitch sampling
strategy to assign higher sampling probability to the important stitches during training,
which simultaneously improves the Pareto frontiers and avoids a costly evaluation stage.
Extensive experiments on 25 downstream visual recognition tasks and the instruction-

following task have demonstrated the e ectiveness of our proposed framework.

Limitations.  Due to the constraints of computational resources, our experiments are
limited to visual recognition and instruction-tuning tasks. In the future, we will explore

adapting pre-trained model families to dense prediction and multi-modal tasks.



Chapter 4

Pruning Self-attentions into
Convolutional Layers in Single
Path

4.1 Introduction

Vision Transformers [25, 37, 38] have attracted substantial research interests and be-
come one of the dominant backbones in various image recognition tasks, such as classi-

cation [25, 33, 38, 170], segmentation [26, 71, 171] and detection [16, 172, 173].

Despite the huge excitement from the recent development, two limitations of ViTs intro-
duced by multi-head self-attention layers [36] have been recognized. Firstly, a well-known
concern with Multi-head Self-Attention (MSA) layers is the quadratic time and mem-
ory complexity, hindering the development and deployment of ViTs at scale, especially
for modeling long sequences. To this end, post-training pruning methods [174, 175]
prune the less important ViT components from pre-trained ViT models to adapt ViTs
to more resource-limited scenarios. Another fundamental problem is that MSA lay-
ers lack a locality modeling mechanism for encoding local information [176], which is
essential for handling low-level image patterns,e.g., edges and shapes. In this case,
prior arts propose to introduce inductive bias by inserting convolutional layers in ViTs
with various heuristics, e.g., inside feed-forward networks (FFNs) [176, 177], before the
ViT encoder [178] or before the MSA layers [76]. One question is consequently asked:
41
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Figure 4.1: Multi-path vs. single-path search space. (a) Multi-path search space.
MSA and di erent types of convolutional operations are added as separate trainable
paths, leading to an expensive search cost? and g, denote the ordered operation set
and the learnable gate for thep-th operation, respectively. (b) Single-path search space.
We propose to formulate searching as a subset selection problem where the outputs of
the convolutional operations are directly indexed from the MSA intermediate results,
thereby easing the optimization di culty and reducing the search cost together with
the number of trainable parameters. Compared to a multi-path one, our single-path
search space shares weights among di erent operations for lower search costs.

How to automatically prune pre-trained ViT models into e cient ones while

adding proper locality at the same time ? Recently, several neural architecture
search (NAS) methods [179{181] propose to include candidate MSA and convolutional
operations separately into the search space, thereby deriving e cient ViT models with
locality. In this case, di erent operations are maintained as di erent paths and the NAS
problem is solved by sampling a path from the multi-path space, as shown in Figure 4.1
(a). However, di erent operations are trained independently, which is computationally

expensive yet unnecessary.

In this chapter, we propose a simple yet e ective method namedSingle-P ath Vi sion
T ransformer (SPVIT), which automatically prunes pre-trained ViTs into compact ones
with proper locality introduced. Critically, our SPVIT exhibits low search costs. To be
speci ¢, inspired by the ndings in [182] that MSA layers have the capacity for modeling
local regions, we rst develop a weight-sharing scheme between MSA and convolutional
operations, which expresses convolutional operations with a subset of the MSA param-
eters. With the weight-sharing scheme, we further devise a novesingle-path search
space to encapsulate all the candidate operations (convolutions and MSA) into a single
MSA per layer, as illustrated in Figure 4.1 (b). Therefore, we can directly derive the
outputs of the convolutional operations by indexing MSA intermediate results and ob-
tain good initialization of the convolution kernels using pre-trained MSA parameters.

Instead of choosing a path in the multi-path space [179{181], our SPVIT formulates
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the search problem as nding which subset of weights to use in each MSA layer, which

signi cantly reduces the search cost and optimization di culty.

We next propose a novel approach to search for compact and e cient architectures
for ViTs using NAS. Our approach integrates pruning MSA and FFN layers within a
uni ed search space. Speci cally, we rstintroduce learnable binary gates into each MSA
layer to encode the choice of operations (convolutions and MSA) based on our single-
path search space. Additionally, considering that FFN layers consume a signi cant
portion of computations (e.g.,, 11.1G out of 17.5G Mult-Adds for DeiT-B model [33]
when processing 224 224 images), we incorporate pruning FFN layers. To jointly prune
MSA and FFNs in a uni ed search space, we also introduce learnable binary gates to
each of the FFN hidden dimensions. Our method then automatically optimizes these
learnable gates and explores a wide range of e cient architectures with exibly adjusted
MSA-FFN pruning proportions for each individual dense model. After the search phase,
we follow pruning literature [34, 183, 184] to ne-tune the searched architectures and

deliver compact models.

Our main contributions can be summarized as follows:

We propose a novel weight-sharing scheme between the MSA and convolutional
operations, which enables encoding all candidate operations into an MSA layer in a
single-path search space. We then cast the search problem as nding the subset of
MSA parameters, thereby signi cantly reducing the search cost and optimization

di culty.

Following the single-path search strategy, we propose SPVIT that automatically
prunes the costly and global MSA operations into the lightweight and local con-
volutional operations as well as searching for ne-grained MLP expansion ratios

under desired e ciency constraints.

Extensive experiments on ImageNet-1k [10] show that our SPVIT derives favor-
able pruning performance when pruning DeiT [33], and Swin [25] models, achieving
SOTA pruning performance. For instance, our SPVIT variants with knowledge dis-
tillation achieve 23.1%, 28.3%, and 52.0% FLOPs reduction for DeiT-Ti, DeiT-S,
and DeiT-B models with 1.0%, 0.4%, 0.6% top-1 accuracy gain over the uncom-
pressed model, respectively. We also make several interesting observations on the

searched architectures revealing the architecture preferences when pruning ViTs.
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4.2 Related Work

4.2.1 Pruning Transformers

Model pruning is a dominant approach to alleviate the high computational cost for
Transformers. Prior arts for pruning Transformers can be roughly categorized intotoken

compressionand module pruning

Token compressionmethods focus on pruning less-important tokens [185, 186] or merging
the similar ones [187, 188]e.g., DynamicViT [186] progressively predicts binary deci-

sion masks and prunes the masked uninformative tokens. Although promising, these
methods keep or even enlarge the original model size, leading to substantial storage
costs. Furthermore, with a reduced sequence length, it is challenging to extend token

compression to dense prediction taskse.g., segmentation, and detection.

Module pruning methods prune the insigni cant Transformer modules, e.g., heads in
the MSA layers [189, 190], channels for the linear projections [191{193] and weight
neurons [194, 195]. Recently, to achieve higher FLOPs-accuracy trade-os, several
works [34, 183, 196] enlarge the pruning space to include multiple ViT modules. For
instance, MDC [196] jointly prunes tokens and modules and UVC [34] integrates prun-
ing the output projections, the MSA heads, and transformer blocks, simultaneously.
Another line of research [175, 197] seeks better compact architectures with improved
pruning metrics under the existing pruning spaces, such as a global hessian-based group

importance [175] or a per-class explainable pruning metric [197].

Our work falls into the category that prunes network modules. In contrast to pre-
vious works [34, 175, 183, 196, 197] that prune MSA heads as a standard practice,
our work prunes the super uous global correlations in MSA layers and turns them
into convolutional layers. In this way, instead of getting compact ViT architectures

in [34, 175, 183, 196, 197], we derive hybrid architectures with locality added that
largely outperform head pruning (Section 4.4.3). Moreover, based on our novel weight-
sharing scheme that expresses convolutions with a subset of MSA parameters, we form
a single-path search space rather than a multi-path one [180] to enjoy a low search cost
(Section 4.4.3). However, to avoid overly complicating the overall framework, we only
prune two components: the global correlation in MSAs and the unimportant hidden

dimensions in FFNs. Given the orthogonal nature of our method to pruning more ViT
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components and better pruning metrics, we take integrating them into our method as a

future work.

It's worth mentioning that some methods start pruning from a randomly initialized
model with sparsity constraint and perform weight removal during the training itself,
e.g., S?VITE [183] employs a prune-and-grow strategy to explore a larger pruning space
under the lottery ticket hypothesis [198]. Although its performance is not constrained by
the pre-trained models, it requires a longer training schedule and is more computationally
expensive. Compared to 3ViTE, our method can quickly slim the pre-trained dense
VIiT models into compact ones and achieve even better performance at the same time

when incorporated with knowledge distillation [163].

4.2.2 Convolutional vs. Self-Attention Layers

Our work is motivated by recent studies that explore the properties of convolutional
and self-attention layers. For instance, convolutional layers show a strong capability
for extracting local texture cues with convolutional inductive bias [199, 200]. On the
other hand, self-attention layers tend to emphasize object shapes by modeling global

correlations [115, 201].

To enjoy merits from both operations, one line of work [76, 176, 202] treats convolu-
tional and self-attention layers independently and combines them in di erent ways. For
example, for better performance, various research e orts have been made to insert con-
volutional layers in VIT blocks [76, 176, 203, 204], put convolutional layers at di erent
stages [205, 206], or stack self-attentions on top of CNNs [16, 207]. For higher e ciency,
FastViT [208] and DHVT [209] devise hybrid architectures to enhance computational
and data e ciency, respectively. Another line of work explores the intrinsic relation-
ships between the two types of operations [182, 210]. Among them, pioneer work [182]
shows that self-attention layers with the learnable quadratic position encoding and an
abundant number of headscan express any convolutional layersFollowing [182], Con-
VIT [211] includes soft inductive bias as partial of attention scores in self-attention
layers and Transformed CNN [212] learns to cast pre-trained convolutional layers into
self-attention layers. Our approach also falls into the scope of the latter line of work.
we propose a hovel weight-sharing scheme showing that a subset of MSA operation pa-

rameters can express convolutional operations. In contrast to the previous works that
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are limited to ViTs with certain types of positional encodings and high head numbers,

our weight-sharing scheme transcends these limitations and is applicable to a wide range
of pre-trained ViTs. Furthermore, our weight-sharing scheme enables us to encode all
candidate operations into MSA layers in a single-path search space to reduce the search

cost.

4.3 Method

We start by introducing the proposed weight-sharing scheme between MSA and convolu-
tional operations in Section 4.3. Then, we elaborate on our single-path vision transformer

pruning approach that enjoys the bene ts of the weight-sharing scheme in Section 4.3.2.

4.3.1 Weight-sharing Scheme between MSA and Convolutional Oper-

ations

The weight-sharing scheme refers to sharing a subset of parameters among di erent
operations, which has been demonstrated to be e ective by a breadth of NAS ap-
proaches [94, 128, 213]e.g., sharing weights among the candidate convolutional op-

erations largely reduces the search cost [213]. In this chapter, we introduce a novel
weight-sharing scheme between MSA and convolutional operations, which essentially

helps us derive a single-path space that reduces the search cost and optimization di -

culty.

Revisiting Convolutional and MSA Layers. Convolutional layers are the basic
building blocks for CNNs. Let X 2 R™ Ne & and W 2 RK k ¢ Cu pe the input
features and the convolutional kernel with kernel sizek, where ny, nNe, Cn and Cout
are the spatial width, height, input dimensions, and output dimensions, respectively.
Standard convolutional layers ag?rel?ate jthﬁ featurjeskwithijn tkhe local receptive eld,
which is de ned in set := [ Koo 87 1 % 5up %1 Formally, let S =
[L;::nw]  [15:5ng] be the index set for the width and height for X , the output for a

standard convolutional layer at position (i;j ) 2 S can be expressed as

X
ConV(X )i;j; C = X i+ 1+ 2;:W 120 (41)
(1:2)2
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Transformers take MSA layers as the main building blocks. However, instead of aggre-
gating only neighboring features, MSA layers have larger receptive elds that cover the
entire sequence. Considering the same inpuK as in Eq. (4.1) as a set ofci, dimen-

sional embeddings and letting (;m) 2 S be the index for any key feature embedding,

the output for an MSA layer at position (i;j ) can be de ned as

MSA(X )ij; - = » 7 AL X ) s m) Vimin: - W 5 (4.2)
h2[np](km)2S

where Att(X )" = Softmax Q..pK Ty = G , Q 1= XW 9, K 1= XW k¥, v =
XW V@ and n,, denotes the number of heads in MSA layers. Given the output dimension
for the h-th head ¢, = ¢, =np, we dene W@ WY gnd Wkey 2 RS Mh G as the
corresponding learnable value, query and key linear projections. Therefore, At )" 2
R(nwne) (nwne) denotes the attention map for the h-th head, and with the index of (i;j )
and (I;m), Att( X )?i;j ):(lm) becomes a scalar. With another learnable linear projection
W22 R% M & 'MSA(X ) keeps the original dimension asX . For simplicity, we ignore
positional encodings [121] in MSA layers and all the learnable bias terms accompanied
with the learnable projections in both convolutional and MSA layers. We discuss that
our weight-sharing scheme is not dependent on a certain type of positional encoding in

Section 4.3.1.

The computational complexity for MSA layers is O(nenwC3 + (NeNw)2cin) [38]. In this
case, when modeling high-resolution feature maps thateny, iy, the second quadratic
term for modeling global correlations dominates the computation. Whilst, in standard
convolutional layers outputting the features maps with the same width and height, the

computational complexity for convolutional layers remains asO(k?nenw Cin Cout)-

Weight-sharing Scheme. In this section, we demonstrate how a subset of MSA
operation parameters can express bottleneck convolutional operations [214] wheg,; =

Cin, Which is depicted in Figure 4.2. In the following, we reveal the shared parameters
for the two types of operations by gradually eliminating the parameters exclusive to the

MSA operation.

First, since convolutional operations only process features within the local regions, we
X the attention score for the non-local correlations to 0 and the local correlations to

1 for each embedding when expressing convolutional operations with MSA parameters.
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Figure 4.2: Overview of our weight-sharing scheme, which expresses the bottleneck

convolution with MSA parameters. First, we restrict the value and output projections

in the MSA layer to only process the features within local regions. Then, we learn

to ensemble the value projections with a parameterized softmax (z) to derive the

convolutional kernel. After convolution, we project the convolutional output to the

original dimensionality by learning to ensemble the output projections and deriving the
bottleneck convolution output.

Formally 8

A 21 if(i I m)2
Att(X)(i:j);(l;m) i Z 0 otherwise : “9

By substituting back into Eq. (4.2), we have

X X
MSA(X);;. . = Vie 1+ ph:W i (4.4)
h2[np]( 1; 2)2
Here we use MSAK ) to represent outputs with the locality restriction in Eq. (4.3).
In Eqg. (4.4), we force the heads of an MSA operation to attend to the positions within

the local window of sizek k centered at (;j ).

Next, we show that we can further pro le MSA operation parameters into a convolutional
kernel. Analogous to [182], one way is de ning a bijective mappingf : [n]! that
assigns heads in a selected head subsaf] to speci ¢ positions within the local windows

that [nﬁ] [nh]. We can then substitute h with f ( 1; 2) in Eq. (4.4), i.e,,

MSA(X )i;j; DT § Vie i+ 2f (1 z)::W:(;)f( 15 2) (4.5)
(15 2)2
Here in Eqg. (4.5), each head attends to a certain position within the local window.
Nevertheless, many VIiT variants haven, < 9, e.g., DeiT-Ti and DeiT-S [33], which
would restrict the weight-sharing scheme to only the large architectures. Also, in MSA
layers, di erent heads tend to attend to di erent areas as visualized in [182, 215]. Hence,

it is non-trivial to de ne the subset [ nl] and the mapping function f which identi es
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the most suitable heads for the local positions. To allow the weight-sharing scheme to
be applicable for generic ViT architectures as well as ease the di culty for de ning [n?]
and f , we employ learnable parametersz 2 R™ X K followed by a softmax function

() to rst ensemble the MSA heads into the convolutional kernel positions:

X X
MSA(X )i;j; = (Z)h; 1; 2Vi+ i+ z:h;i\N:?h;:; (4.6)
h2[nn]( 1; 2)2
P .
where (2)p; ,., = €™ 2= [h €% 1i2: In this case, the ensembles of MSA heads
with scaling factor (z)n. ,; , learn to attend to pre-de ned positions within the local
k k windows. We make sure the ensembles of heads remain at the original scale by

employing the softmax function on z.

Next, according to [182], it is possible to prole W 2.W §,.. into a convolutional kernel

from Eq. (4.6) by substituting V with XW & and applying the associative law:

X
Conv(X )ij; - = Xiv g+ oW i g (4.7)
(1;2)2
P . .
whereW . ,...:= @)h: ., WY WS .. :Instead, for the complexity considera-
h2[nn] A

tion, we choose to form a bottleneck convolution operation [214] and modify Eq. (4.6)

as
BConv(X )i :
X X .
= (@Dn; 1; Vit 1+ 2 WO (4.8)
h2[ny]( 1; 2)2
X _
= Xiv i+ oW ;5 WO (4.9)
(1;2)2
) Conv(X )i ;W ©°; (4.10)
where 8 p
% W 12 T ho (Z)h; 1; 2W:\;ﬁ;|:
~p el ) (4.11)
2 Wo:= (@Dh; 1; W 5.
h2[ny] 1; 22

Note that in this form, the convolutional operation output dimension cyy = ¢, and we
project Conv(X ) 2 R"™ Me & pack to R™ Me ¢ via W©°, One can easily nd that
both Rank(Conhv(X )) in Eq. (4.7) and Rank(Conv(X )W °) in Eq. (4.10) are not greater

than cy, the dimension of heads. However, the computational complexity for the former
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is O(k?nynec?,) and for the latter is O(k?nyneCinCn). Sincec,  Cn, we choose to

employ the bottleneck convolutions for better e ciency.

We further add batch normalization (BN) [216] and ReLU non-linearity [217] and get

the bottleneck convolutional operations expressed by Y@ and W ©:

BConv(X )ij; : = BN(ReLU(Conv ( X );;. .)) Wo: (4.12)

Discussions. The proposed weight-sharing scheme encourages the attention heads of
an MSA operation to model the global regions and learn ensembles to process the local
region features simultaneously. The intuition for this approach mainly comes from two
aspects. Firstly, the local regions are indeed part of the global regions, and thus the
ensemble of MSA heads naturally has the capacity for handling local regions. Secondly,
since some attention heads in ViT encoders often attend to the local regions around
the query pixels [114, 182], expressing the behaviors for convolutional operations with
these heads is likely to get us reasonable outputs. However, considering the optimal
places to add locality might vary for di erent ViT models, we thus introduce SPVIT

that automatically learns to choose the optimal operations in Section 4.3.2.

In a nutshell, there are two main di erences when comparing the proposed weight-
sharing scheme with [182]. First, the weight-sharing scheme has broader applications on
ViT models without the conditions of using the relative positional encoding (quadratic
encoding) andn,  k? as required in [182]. The reason is that [182] learns the attention
head subset 2] and the bijective mapping f in Eq. (4.5) between heads and the convo-
lutional kernel positions with quadratic encoding. We simplify this process by forming
the convolutional kernels as ensembles of attention heads with(z). Second, we propose
to use a bottleneck convolutional operation with the same rank upper bound but higher

e ciency compared to the standard convolutional operation in [182].

4.3.2 Single-path Vision Transformer Pruning

We introduce our SPVIT method that prunes both MSA and FFN layers with NAS. To
do so, we replace the original MSA and FFN layers with our uni ed MSA (UMSA) and
uni ed FFN (UFFN) layers, as depicted in Figure 4.3 top left. Both layers encode the

architecture con guration choices with learnable binary gates to form a uni ed search
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Figure 4.3: The overview of our SPVIT during the search. SPVIT block (top
left) : We replace the original MSA and FFN layers with our UMSA and UFFN lay-
ers to search for a compact architecture, while keeping the other components intact.
UFFN layer (top right) : We search for important FFN hidden dimensions. Given
the input features X , we employ learnable binary gates for each of thec i, trans-
formed featuresO; (X ), where and ¢, represent the MLP expansion ratio and input
dimensions. We optimize the learnable binary gates to search pruned FFN structures.
UMSA layer (bottom) : We search for MSA or convolutional layers in single path. In
addition to the standard MSA operation (lower branch as described by Eq. (4.2)), we
get the output of bottleneck convolutional layers (upper branch). The additional steps
are in red lines where we index and scale the valueg with the scaling factors (z)
to get the convolution output Conv(X ), and then derive the bottleneck convolution
output BConv( X ) as described in Eq. (4.12). For simplicity, we only show deriving
the Conv(X ) of one kernel size. In this way, we get both the MSA output and the
bottleneck convolution outputs simultaneously and nally optimize the learnable gates
to select operations.

space. We optimize these binary gates and model weights with an overall objective
to explore a wide range of e cient architectures. Finally, we ne-tune the searched

architectures and get the compact pruned ViTs.

Searching for MSA or Convolutional layers. We rst search for the optimal places

to prune MSA layers into convolutional layers in ViTs with our UMSA layers as depicted

in Figure 4.3 bottom. Speci cally, with our weight-sharing scheme in Section 4.3, we
devise a single-path search space that directly get the convolution output ConyX ) for
pre-de ned kernelsk 2 K by indexing and scalingV according to Eq. (4.8), without the
need to keep each candidate convolutional operation as a separate path. Next, we get the
bottleneck convolution output BConv( X ) with Eq. (4.12). Thanks to the single-path
search space, we derive the outputs for both bottleneck convolutions and MSA with low
computational cost. By the order of computational complexity from low to high, we
can formulate the bottleneck convolutions and MSA into an ordered setP, wherejPj =

jKj + 1.
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Next, following [218, 219], we de ne a series of binary gates to encode the operation
choices. For any operation with indexp 2 [jPj], gate g, is sampled from a Bernoulli
distribution with a learnable gate parameter [ which can be automatically optimized.
Speci cally, we use Sigmoid(p) to determine the probability of choosing the p-th oper-
ation:

Op Ber(Sigmoid( p)): (4.13)

For e ciency consideration, we choose only one operation per layer. In this way, we
enforce each UMSA layer to have at most one open gate by replacing with 4. ¢, =
gpQ{;jpﬂ (1 gg). Itis essentially stated that once a more complex gate is selected
(gq = 1), all less complex gates will be closed. The output for the UMSA layer hence
can be expressed as

¥

Oumsa (X)= & Op(X); (4.14)

p=1
where Op(X) is the output for the p-th operation. Each UMSA layer is then followed
by a residual connection and layer normalization [220] as ViTs do. The skip-connection
operation is adopted when all gates are closed. Hence, our UMSA search space in-
cludes three types of candidate operations: skip-connections, bottleneck convolutions

with di erent candidate kernel sizes, and MSA.

Searching for Fine-grained MLP Expansion Ratios. FFN layers also consume a
large number of FLOPs. In this work, we jointly include MSA and FFN pruning con-
gurations into a uni ed search space and exibly adjust the MSA-FFN proportions for
each speci ¢ dense model. To do so, we prune the unimportant FFN hidden dimensions

to search for ne-grained MLP expansion ratios.

MLP expansion ratios control the number of hidden dimensions for the FFN layers.
Previous works [179, 221, 222] de ne the search space for the MLP expansion ratios as
a list of coarse-grained valueseg.g., [3; 3:5; 4] in [221]. Instead, given the MLP expansion
ratio  de ned by the pre-trained model, we propose a simple yet e ective approach
to search for ne-grained MLP expansion ratios ©that 0 0 for each FFN
layer via our UFFN layer. The overview of our UFFN layer is depicted in Figure 4.3
top right. Given input features X , the output for a FFN layer can be expressed as
Oren (X)) = P Oi(X ), where Oy(X ) = GeLU XW [¢1 W [¢2: Here, we use and

t2[ Cin ]
C in to denote the pre-de ned MLP expansion ratio and the hidden dimension for FFN
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layers. W €1 2 RGn  Cin agnd W €22 RC¢in Cn gre |earnable fully-connected projections
where the former maps the channel dimension oK to c i, and the latter projects the
channel dimension back tocy, . GeLU [223] activation is added between the two learnable

fully-connected projections.

Like Eq. (4.13), we encode FFN hidden dimension choices with binary gateg;. By
applying the binary gates to each hidden dimension during the search, we de ne the
UFFN layer output as

X
Ourrn (X') = g Ou(X): (4.15)
tZ[ Cin ]

This allows us to identify the most important hidden dimensions thereby searching for

FFN layers with ne-grained MLP expansion ratios.

Searching Objective. To get the architectures with desired e ciency constraints,
we optimize the network with an auxiliary computational complexity loss. Speci cally,
we de ne a look-up table containing the computational complexities for the candidate
operations and modules. The computational cost comp is de ned as L comp = (F( X))
F(X ))2, where F(X ) is the current network computational complexity and F(X) is the
target one. Finally, the overall searching objective is de ned asL = Lcg +  compL comp,
where comp is the trade-o hyper-parameter balancing Lcomp and the cross-entropy
lossLce. Bene ting from the weight-sharing scheme between MSA and convolutional

operations, the search cost is largely reduced, as shown in Section 4.4.3.

With our uni ed search space and the global loss, we explore a wide range of e cient
architectures and exibly adjust the MSA-FFN proportions for each speci ¢ dense model
(Sections 4.4.3) and make intriguing observations on the preferred compact architectures

(Section 4.4.4).

Fine-tuning. During ne-tuning, we make the previous stochastic binary gates in

Egs. (4.13)-(4.15) deterministic, i.e., g\pO: 1(Sigmoid( p)  0:5). Same as the search,
we obtain gbo and select only at most one operation in UMSA layers during ne-tuning.

The output can be expressed as

8
g MSAKX)  if@g°=1 and p=jPj
O%usa (X )= _ BConvAX) if &°=1 and p<jPj : (4.16)

:

0 otherwise
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If the selected operation is bottleneck convolution, we can pro le the pre-trainedw V@
and W ° into convolutional kernels and directly perform convolutions as described in
Eq. (4.10) and depicted in Figure 4.2. The other MSA parameters are slimmed. Combin-
ing with Eq. (4.12), we can de ne the bottleneck convolutional layer during ne-tuning
as

BConvdX ) = BN(ReLU( X W )Wy;

ically nd a subset of hidden dimensions T [cin] indicating the selected hidden
dimensions. Therefore, %is T j=g, and the UFFN layer outputs during ne-tuning can

P
be derived by Ocry (X) = o O (X).

We further incorporate our SPVIT with knowledge distillation [163], which is a com-
monly utilized technology to compensate for the accuracy loss in the model compression
scenario [34, 175]. Speci cally, we let the pruned network learn from the hard labels
predicted by the teacher network, akin to [163]. As our SPVIT introduces convolu-
tional inductive bias to the ViT models, it facilitates guidance from a CNN teacher (see

Section 4.4.3). Therefore, the nal objective during ne-tuning is:
L =Lce+ distlaist (4.17)

where L g4ist is the hard-label distillation loss between the CNN teacher and the pruned
VIiT student and gjst is a balancing trade-o hyper-parameter. Note that although we
employ a CNN teacher similar to DeiT [33], our SPVIT does not require an additional
distillation token as DeiT does, thereby introducing no computational overhead during

inference.

4.4 Experiments

In this section, we validate the e ectiveness of our SPVIT by pruning dierent ViT
models. We conduct experiments on two series of ViT models: DeiT [33] and Swin [25],
which are representative standard ViT and hierarchical ViT [38, 226] models. In the
following, we rst compare with the baseline pruning methods in Section 4.4.2, then
ablate the important components of SPVIT in Section 4.4.3, and nally analyze some

observed patterns when varying the target computational complexity in Section 4.4.4.
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Models FLOPs (G) Top-1 Acc. (%) Top-1 Acc. loss (%) Top-5 Acc. (%) Params (M)
DeiT-Ti [33] 1.3 72.2 - 91.1 5.7
SSP-DeiT-Ti* [189, 193] 1.0 68.6 3.6 - 4.2
SPVITE-DeiT-Ti* [183] 1.0 70.1 21 - 4.2
UVC-DeiT-Ti x [34] 0.7 71.8 0.4 - -
SPVIiT-DeiT-Ti 1.0 70.7 1.5 90.3 4.8
SPVIT-DeiT-Ti x 1.0 73.2 -1.0 91.4 4.8
DeiT-S [33] 4.6 79.9 - 95.0 22.1
SSP-DeiT-S* [189, 193] 3.2 77.7 22 - 14.6
SPVITE-DeiT-S* [183] 3.2 79.2 0.7 - 14.6
DynamicViT-DeiT-S [186] 3.0 79.3 0.6 94.7 22.8
EVIiT-DeiT-S [224] 3.0 79.5 0.4 94.8 22.1
eTPS-DeiT-S [188] 3.0 79.7 0.2 - 22.1
dTPS-DeiT-S [188] 3.0 80.1 -0.2 - 22.8
MDC-DeiT-S [196] 2.9 79.9 0.0 - -
ToMe-DeiT-S [187] 2.7 79.4 0.5 - 22.1
UVC-DeiT-Sx [34] 2.7 79.4 0.5 - -
SPViT-DeiT-S 3.3 78.3 1.6 94.3 15.9
SPVIiT-DeiT-Sx 3.3 80.3 -0.4 95.1 15.9
DeiT-B [33] 17.5 81.8 - 95.6 86.4
VTP-DeiT-B [174] 13.8 81.3 0.5 95.3 67.3
SSP-DeiT-B* [189, 193] 11.7 80.1 1.7 - 56.8
IA-RED 2-DeiT-B [185] 11.8 81.3 0.5 - 86.4
SPVITE-DeiT-B* [183] 11.7 82.2 -0.4 - 56.8
EVIiT-DeiT-B [224] 11.6 82.1 -0.3 95.6 86.4
eTPS-DeiT-B [188] 11.4 81.1 0.7 - 86.4
dTPS-DeiT-B [188] 11.4 81.2 0.6 - 87.0
DynamicViT-DeiT-B [186] 11.4 81.4 0.4 95.5 87.1
MDC-DeiT-B [196] 11.2 82.3 -0.5 - -
VTP-DeiT-B [174] 10.0 80.7 1.1 - 48.0
UVC-DeiT-B x [34] 8.0 80.6 1.2 - -
SPVIT-DeiT-B 8.4 81.5 0.3 95.7 41.6
SPViT-DeiT-B x 8.4 82.4 -0.6 96.1 41.6
Swin-Ti [25] 4.5 81.2 - 95.5 28.3
STEP-Swin-Ti [225] 3.5 77.2 4.0 93.6 23.6
SPVIT-Swin-Ti 3.4 80.1 1.1 95.0 25.8
SPVIT-Swin-Ti x 34 81.0 0.2 95.4 25.8
Swin-S [25] 8.7 83.0 - 96.2 49.6
STEP-Swin-S [225] 6.3 79.6 3.4 94.7 36.9
SPVIT-Swin-S 6.1 82.4 0.6 96.0 38.9
SPVIiT-Swin-Sx 6.1 83.0 0.0 96.4 38.9

Table 4.1: Comparison with the competitor pruning methods on ImageNet-1k for
pruning DeiT [33] and Swin [25]. * indicates sparse training from scratch methods.x
indicates ne-tuning with knowledge distillation.

Model Top-1 Acc. Params FLOPs Search Cost
(%) (M) (G) (GPU hours)
SPVIT-DeiT-Ti w/ MP 70.5 5.0 1.0 18.1
SPVIT-DeiT-Ti 70.7 4.8 1.0 8.6
SPVIiT-DeiT-S w/ MP 78.0 16.5 3.3 28.9
SPVIiT-DeiT-S 78.3 15.9 3.3 12.0

Table 4.2: E ect of our single-path search with SPViT-DeiT-Ti and SPViT-DeiT-S
on ImageNet-1k. \SPViT-Model w/MP" denotes our pruning method except changing
single-path to multi-path.
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SPViT-DeiT-Ti SPViT-DeiT-B
Prune MSA Prune FFN Distillation | Top-1 Acc. (%) FLOPs (G) Params (M) | Top-1 Acc. (%) FLOPs (G) Params (M)
722 1.3 5.7 81.8 17.5 86.4
X 70.7 1.0 5.0 81.4 13.3 69.9
X 70.6 1.0 4.4 81.3 13.3 65.1
X X 70.7 1.0 4.8 81.5 8.4 41.6
X X X 73.2 1.0 4.8 82.4 8.4 41.6

Table 4.3: Ablation study with SPViT-DeiT-Ti and SPVIiT-DeiT-B on ImageNet-1k.

4.4.1 Experimental Setup

Implementation Details. We perform both searching and ne-tuning from the pre-
trained models. Unless speci ed, the training details for our SPVIT align with those
introduced in DeiT [33] and Swin [25]. During the search, we set the initial learning
rates for the gate parameters and other network parameters as 1 10 2and 1 10 4,
respectively. The initialized value for the gate parameters is set to 1.5 to enable a high
initial probability for choosing MSA operations. In UMSA layers, we include the most
popular 1 1and 3 3 bottleneck convolutions in our search space. We grid search and
set di erent hyper-parameters comp When pruning di erent models, according to their
redundancy. We set gist in Eq. (4.17) to 1.0. The network architectures converge at
around 10 epochs on ImageNet-1k, and then, we follow [34, 227] to ne-tune from the
searched architectures with a learning rate of 1 10 . For experiments on ImageNet-
1k [10], we search and ne-tune our models with a total batch size of 1,024 on 8 NVIDIA
V100 GPUs, except that SPVIT-DeiT-Ti is trained on 4 NVIDIA V100 GPUs. We also

evaluate our models with the same hardware speci cations.

Compared Methods.  When pruning DeiT [33], we compare with previous state-of-
the-art ViT module pruning methods, including VTP [174], S2ViTE [183], UVC [34],
and MDC [196]. We refer the readers to Section 4.2.1 for more details. We also compare
with Salience-based Structured Pruning (SSP) [189, 193], which removes sub-modules
by leveraging their weights, activations, and gradient information (implementation bor-
rowed from [183]). In addition, we compare with representative token compression meth-
ods. For token pruning methods [185, 224, 228], DynamicViT [228] and IA-REB [185]
progressively estimate the uninformative tokens to prune with distinct prediction mod-
ules, while EVIT [224] prunes the tokens with lowest attention scores. For token merg-
ing methods [187, 188], ToMe [187] merges the most alike tokens while eTPS [188] and
dTPS [188] merge the unimportant tokens to the important ones. Since we are the pio-

neering work that prunes Swin [25], we tailor the Straight-Through Estimator Pruning
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method (STEP) [225] as the comparing baseline. STEP learns the importance scores for
attention heads of MSA layers and hidden dimensions of FFN layers with the learnable
gate parameters optimized by the Straight-Through Estimator [229], which is related to
our SPVIT. The top-k attention heads and hidden dimensions with the highest impor-

tance scores are kept.

4.4.2 Main Results

We investigate the e ectiveness of our method by comparing SPVIT with baseline meth-

ods in Table 4.1.

First, SPVIT variants perform favorably against the module pruning meth-

ods. For instance, our SPVIT-DeiT-B compresses the DeiT-B to 48.0% of the origi-
nal FLOPs while incurring only 0.3% Top-1 accuracy drop, outperforming the SOTA
method UVC-DeiT-B x by 0.9% Top-1 accuracy. We conjecture that the hybrid architec-
tures searched by SPVIT variants can learn more discriminative feature representations,
thereby boosting the performance. Besides, since the inserted convolutions are compu-
tationally e cient, our SPVIT shows higher FLOPs reduction and lower top-1 accuracy
loss under large FLOPs reduction on DeiT-B. We can also nd that the SPViT-Swin
variants serve as a strong baseline when pruning the hierarchical Swin [25] models. For
example, SPViT-Swin-S saves 29.9% FLOPs with only 0.6% Top-1 accuracy drop, out-
performing STEP baseline counterparts [225] by 2.8% Top-1 accuracy.

Second, SPVIT distillation variants achieve the strongest results, outper-

forming the SOTA methods on multiple backbones. We notice that the SOTA
methods (UVC and MDC) achieve higher performance than the SPVIT variants without
knowledge distillation when pruning DeiT-Ti and DeiT-S models. The reason is that
these methods enjoy a larger pruning space brought by their ner pruning granularity,
as discussed in Section 4.2.1. Nevertheless, our method that derives hybrid models with
both MSAs and convolutions can further bene t from a CNN teacher to achieve higher
performance. For example, our SPVIiT-DeiT-Tix, SPVIiT-DeiT-Sx, and SPViT-DeiT-B x
achieve the highest top-1 accuracy among the SOTA methods of 73.2%, 80.3%, and
82.4%, respectively. We also empirically nd that that equipped with knowledge distil-
lation, SPVIT-Swin-Ti x, and SPViT-Swin-Sx achieve remarkable performance gain and

barely have top-1 accuracy loss.
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Furthermore, our SPVIiT-DeiT-B x largely outperforms token compression methods [186,
188, 224] under fewer FLOPs with DeiT-B backbone. While with DeiT-S backbone,
token compression methods generally demonstrate strong performance against the mod-
ule pruning methods. It's worth noting that token compression keeps the model weights
intact and thus has the same or even increased model parameters. We conjecture that
because DeiT-S backbone is small and more compact than DeiT-B, pruning the model
weights with module pruning generally hurts the performance. Even so, our SPVIT-
DeiT-Sx still achieves comparable FLOPs-accuracy trade-o to SOTA token compression

methods dTPS [187] and ToMe [187].

4.4.3 Ablation Study

Single-path vs. Multi-path Search. We investigate the e ectiveness of our single-
path search by comparing SPVIT with the multi-path counterpart in Table 4.2. Specif-
ically, in the multi-path implementations, we randomly initialize the weights in candi-
date bottleneck convolution operations before the search and keep other components the
same as the single-path version. We observe that compared with multi-path counter-
parts, single-path search methods save more than 50% of the search cost while obtaining
better architectures with higher performance and fewer parameters under the same com-
putational complexity. We conjecture that the superiority of our single-path formulation
comes from the eased optimization di culty and the good initialization of convolution

kernels.

E ectiveness of Each Module. We investigate the e ectiveness of each module of
our SPVIT by adding them step by step when pruning DeiT-Ti and DeiT-B. The results

on ImageNet-1k are reported in Table 4.3.

Pruning solely MSA or FFN layers. We investigate the e ectiveness of pruning
solely MSA or FFN layers under similar FLOPs savings. For both SPVIiT-DeiT-Ti
and SPVIT-DeiT-B, we empirically nd that solely pruning MSA has slightly higher
performance than solely pruning FFN, i.e., 0.1% higher top-1 accuracy. However, it
exhibits more parameters, However, it exhibits more parameters, as FFN pruning is more
parameter-e cient, e.g., saving 0.04G FLOPs prunes 0.1M and 0.2M model parameters
respectively for MSA (in both our SPVIT and head pruning [189]) and FFN pruning.

Moreover, jointly pruning MSA and FFN layers achieves similar or better performance
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compared to solely pruning MSA or FFN layers while maintaining comparable or lower
FLOPs. We conjecture that jointly pruning MSA and FFN layers greatly enlarges the
search space, which facilitates nding powerful compact architectures with optimal MSA-
FFN pruning trade-o s. We also observe that jointly pruning MSA and FFN layers has
more model parameters than solely pruning FFN under the same FLOPs saving (SPVIT-
DeiT-Ti). This is because joint pruning needs to balance between pruning MSA and
FFN layers. Nevertheless, when pruning DeiT-B with higher redundancy, we can seek
more aggressive FLOPs saving in joint pruning to have a low number of parameters

without sacri cing too much accuracy.

Knowledge distillation. We employ hard label distillation to compensate for the ac-
curacy loss following the recent pruning works [34, 183]. We observe that it achieves even
better performance than the compact models. To further investigate this phenomenon,
we report the results of di erent teacher choices in Table 4.4 under the same setting of
SPVIT-DeiT-Ti. To better re ect the performance gain, we take UVC-DeiT-Ti x[34]as a
reference, which employs the uncompressed DeiT-Ti model as the teacher and performs
soft-label distillation. We nd that the distillation strategy of UVC-DeiT-Ti  x provides

a signi cant 2.0% top-1 accuracy gain. However, our SPVIiT-DeiT-Tix with the same
distillation strategy only has 0.4% top-1 accuracy improvement from SPViT-DeiT-Ti.
As is introduced in Section 4.2, convolutions and MSAs exhibit di erent behaviors and
learn di erent feature representations, we speculate that the knowledge from the un-
compressed DeiT-Ti teacher might be noisy for the hybrid architecture searched by our
SPVIT. Nevertheless, when switching to a CNN teacher RegNetY-1.6GF that has similar
capacity as DeiT-Ti, SPViT-DeiT-Ti x achieves a remarkable performance leap of 2.1%
top-1 accuracy, which we conjecture that the searched convolutional layers in SPVIT can
receive better guidance from the CNN teacher. Finally, we switch to RegNetY-16GF,
a CNN teacher with higher capacity, showing that the performance can be further im-
proved for 0.4% top-1 accuracy, outperforming UVC-DeiT-Tix with RegNetY-16GF by

a large margin.

E ect of the Search Strategy. To validate the e ectiveness of our searching strategy
for each module, we compare SPVIiT-DeiT-Ti variants with randomly searched architec-
tures in Table 4.5. Speci cally, we explore comparisons in two settings: 1) keep the FFN
MLP expansion ratios xed, compare only pruning MSA into convolutional layers with

randomly sampled MSA or convolutional layers; 2) keep the MSA layers xed, compare
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Model Teacher Top-1 Acc. (%)
UVC-DeiT-Ti - 69.3
UVC-DeiT-Ti x DeiT-Ti 71.3
UVC-DeiT-Ti x | RegNetY-1.6GF [161] 70.5
UVC-DeiT-Ti x | RegNetY-16GF [161] 70.8
SPVIT-DeiT-Ti - 70.7

SPVIT-DeiT-Ti x DeiT-Ti 71.1
SPVIiT-DeiT-Ti x | RegNetY-1.6GF [161] 72.8
SPVIiT-DeiT-Ti x | RegNetY-16GF [161] 73.2

Table 4.4: E ect of the teacher choices for knowledge distillation with SPViT-DeiT-
Ti on ImageNet-1k. We take UVC-DeiT-Ti x [34] as a referencex indicates ne-tuning
with knowledge distillation.

Model Top-1 Acc. (%) Top-5 Acc. (%)
Prune MSA only 70.7 90.2
Random Search MSA 70.2 90.1
Prune FFN only 70.6 90.2
Random Search FFN 70.4 90.2

Table 4.5: Comparison with random search when only pruning MSAs and FFNs with
SPVIiT-DeiT-Ti on ImageNet-1k.

Model FLOPs Saving (%) MSA Saving (%) FFN Saving (%)
SPVIT-DeiT-Ti 23.2 24.1 19.2
SPVIiT-DeiT-B 52.0 37.7 60.7
SPVIiT-Swin-Ti 24.4 33.6 21.3
SPVIiT-Swin-S 29.9 21.3 35.2

Table 4.6: Pruning proportions for individual components. For example, MSA Saving

is derived with: Pruned MSA FLOPs = Total MSA FLOPs. The listed SPVIT variants
are the same ones as in Table 4.1.

only pruning FFN expansion ratios with randomly sampled FFN expansion ratios. For
each setting, we randomly sample 5 architectures with computational complexity around
the target FLOPs and then ne-tune these architectures and report the highest Top-1
accuracy. We observe that under the same FLOPSs, our SPVIT variants excel the random
search counterparts by 0.5% and 0.2% Top-1 accuracy for the two settings, respectively.

The performance gain demonstrates the e ectiveness of our search strategy.

Pruning Proportions for MSA and FFN Layers. As our SPVIT can automat-
ically search architectures under computational complexity constraints, we investigate
the pruning proportions for MSA and FFN layers in Table 4.6. We observe that the
pruning proportions are di erent among the models, e.g., SPViT-Swin-Ti has a higher

pruning ratio for MSA layers while SPViT-Swin-S has a higher pruning ratio for FFN
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Figure 4.4. SPVIT searched architectures under di erent target FLOPs on ImageNet-

1k. (a)-(c), (d)-(f), and (g)-(i) are architectures searched by SPViT-DeiT-S, SPVIT-

DeiT-B, and SPVIiT-Swin-Ti, respectively. Dashed lines represent the operations and

the number of hidden dimensions for FFN layers before pruning. Solid lines represent
the two types of architecture con gurations searched by SPVIT.

Row | Model | Top-1 Acc. (%) FLOPs (G)
1 SPVIiT-DeiT-Ti w/o Prune FFEN 70.7 1.0
2 Row 1 with Random Head Pruning 69.6 1.0
3 Row 1 with NAS-based Head Pruning 69.8 1.0

Table 4.7: Comparisons with NAS-based and random head pruning for SPViT-DeiT-
Ti on ImageNet-1k. We keep the FFN layers intact.

layers. It suggests that given target e ciency constraints, SPVIT can exibly customize

the suitable pruning proportions for di erent dense models.

Impact of Introducing Locality. Our method prunes self-attentions into convolu-
tional layers to compress the model while introducing locality. To investigate the impact

of introducing locality, we keep the FFN layers intact and compare our method with two
head pruning baselines under the same target FLOPs. One baseline selects the remain-
ing heads randomly, and the other selects the remaining heads with the same NAS-based
gating mechanism as SPVIT. The results are reported in Table 4.7. We observe that
our method outperforms the baselines in Rows 2 and 3 by large margins. The results

validate our motivation to introduce suitable locality in ViT pruning.
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Figure 4.5: Attention probabilities of the pre-trained DeiT-B model averaged over

100 images. We visualize the attention maps for all twelve heads in the shallow blocks

(Block 1 and 2) and deep blocks (Block 11 and 12). Each map shows the attention

probabilities between a query feature embedding green squarg and the other feature

embeddings. Darker color indicates higher attention probability and vice versa. Best
viewed in color.

4.4.4 Observations on Searched Architectures

Our SPVIT can automatically prune pre-trained ViT models into e cient ones with
proper locality inserted under desired e ciency constraints during the search. Here,
we show empirical observations on the searched architectures using SPVIT on standard
and hierarchical ViTs when gradually decreasing the target FLOPs. In Figure 4.4,
we visualize the searched architectures for SPViT-DeiT-S under 3.9G, 3.3G and 2.4G
FLOPs, SPVIiT-DeiT-B under 11.7G, 8.4G, and 6.5G FLOPs, and SPViT-Swin-Ti under
3.9G, 3.4G and 2.7G FLOPs.

Locality is Encouraged in Shallow Blocks. As depicted in Figure 4.4 (a)-(i), SPVIT
variants learn to prune the shallow MSA layers into bottleneck convolutional layers
or skip-connections (in the rst two blocks for SPVIiT-DeiT-S, the rst six blocks for
SPVIiT-DeiT-B, and the rst three blocks for SPVIT-Swin-Ti). This observation aligns
with the previous work [182, 215] indicating that the shallow MSA layers contain more
super uous global correlations. The last two blocks are observed to remain as the MSA
layers for all models, demonstrating the importance of the global operations in the deep
layers. To further support the observation, we visualize the attention probabilities for
DeiT-B pre-trained model in Figure 4.5. We can observe that the attention probabilities
show clear di erent patterns between the shallow and deep blocks. In shallow blocks
(Blocks 1 and 2), many MSA heads attend to the local regions around the query feature
embedding, while nearly all heads in the deep blocks (Blocks 11 and 12) attend to the

global regions. Therefore, the attention probability patterns suggest that our SPVIT
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encourages pruning the shallow MSA layers into convolutional layers while keeping the

deep MSA layers unchanged is reasonable.

Deep FFN Layers Have More Redundancy in Standard ViTs. For the pre-
trained DeiT models, the MLP expansion ratios are set to be the same across all the
blocks. As illustrated in Figure 4.4 (a)-(f), when pruning DeiT models, the networks
prioritize pruning the hidden dimensions in the last few blocks. As a higher number of
hidden dimensions in FFN layers indicates a higher capacity and vice versa [230, 231],
we conjecture that the last few FFN layers need less capacity compared to the others

since they handle less diverse attention maps [232{234] in standard ViTs.

Shallower FFN layers Within Each Stage Require Higher Capacity in Hier-

archical ViTs. Unlike standard ViTs, the Swin models have hierarchical architectures
that separate the blocks into several stages. At the beginning of each stage, the input
tokens are merged into higher embedding dimensions. As shown in Figure 4.4 (g)-(i),
within the same stage, the shallower layers preserve more hidden dimensions. We con-
jecture that modeling the changes in the feature space caused by token merging requires

a higher capacity for hierarchical ViTs.

4.5 Chapter Summary and Future Work

In this chapter, we have introduced a novel weight-sharing scheme between MSA and
convolutional operations, which allows expressing convolutional operations with a subset
of MSA parameters and optimizing the two types of operations simultaneously. Based
on the weight-sharing scheme, we have proposed SPVIT to reduce the computational
cost of ViTs as well as introducing proper inductive bias automatically with low search
cost. Speci cally, SPVIT can search whether to prune the MSA into convolutional layers
in ViTs and search for optimal hidden dimensions of FFN layers under desired e ciency
constraints. By applying SPVIT to two popular ViT variants, we have made some

meaningful observations towards the importance of ViT components.

One limitation of SPVIT is that the granularity for pruning MSA into convolutional
layers is too coarse, where pruning the former to the latter incurs a large loss of dis-
criminative capability due to the huge parameter gap. Hence, we will explore adding

head pruning into SPVIT as future work. Another future direction is to extend the
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weight-sharing scheme to other convolutional operation variants such as depth-wise con-

volution [235] and group convolution [236], providing broader applications.



Chapter 5

Dynamic Focus-aware Positional
Queries for Semantic

Segmentation

5.1 Introduction

Semantic segmentation aims at assigning each pixel in an image with a semantic class
label. As the end-to-end Detection Transfomer (DETR) [16, 172, 237, 238] is revolu-

tionizing the paradigm of the object detection task, recent segmentors [18, 71, 239, 240]
follow DETR to learn a set of queries representing the class prototypes or target segments

and achieve state-of-the-art performance on semantic segmentation.

In DETR-like frameworks, providing the queries with meaningful positional priors and
encourage each query to concentrate on speci c regions is essential to learn representa-
tive queries [17, 20, 172, 237]. In this spirit, masked attention [18] is proposed, which
restricts each query to only attend to a foreground region predicted by the previous
decoder block with binary masks. Although promising, the positional priors in masked
attention may be inaccurate and deteriorate performance for two reasons. First, each
guery comprises a content query that contains semantic information and a positional
query that provides positional information for the likely locations of the target seg-

ments. However, masked attention still relies on positional queries that are randomly

65
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Figure 5.1: (a) The original randomly initialized positional queries [16] as learnable
network parameters, where the positional queries are shared among the Transformer
decoder blocks and tend to encode dataset statistics modelling the likely positions for
the semantic regions, which leads to inaccurate localization. (b) The anchor-based
positional queries [17] are conditional on the bounding box coordinates to give each
query positional priors around the anchor. However, the anchor points cannot de-
scribe semantic regions, thus still sub-optimal for semantic segmentation. (c) Our dy-
namic focus-aware queries for semantic segmentation are dynamically generated from
the cross-attention scores of the preceding decoder block to provide accurate and ne-
grained positional priors, facilitating locating and re ning the target segments progres-
sively.

initialized learnable parameters [16, 36] (Figure 5.1 (a)), which tend to encode the av-
erage statistics across the dataset and cannot re ect the segments with large location
variances. Second, since each query only attends to the predicted foreground regions,
inaccurate predictions lead to error accumulation across the decoder blocks, especially

during an early training stage.

To this end, recent detectors propose to dynamically encode the anchor points into the
positional queries to guide queries concentrating around the anchor positions [17, 20, 241]
(Figure 5.1 (b)). The anchor-based query design mitigates the mentioned issues as the
positional queries are dynamically generated for each target object, thus providing more
accurate positional priors. In addition, it avoids restricting the queries to only attend

to the foreground regions with binary masks to mitigate the error accumulation issue.
However, the anchor-based queries cannot describe the ne-grained positional priors for

semantic segmentation, which has details, edges, and boundaries [242, 243].

Motivated by the observations that attention scores imply the salient regions for token
pruning [244, 245], self-supervised learning [201], and semantic segmentation [26, 246], in
this chapter, we propose a simple yet e ective query design for semantic segmentation,
dubbed Dynamic Focus-aware Positional Queries (DFPQ), which dynamically generates
the positional queries conditioned on the cross-attention scores of the preceding decoder
block and the positional encodings for the corresponding image features, simultaneously

(Figure 5.1 (c)). In this way, our DFPQ preserves the localization information of the
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target segments, thereby providing accurate and ne-grained positional priors and fa-
cilitating progressively locating and re ning the target segments. When implementing
the positional encodings with more powerful ones like [247], our DFPQ is further em-
powered with higher capacity to encode the neighbourhood information for the target
segments. Compared to the anchor-based positional queries [17, 20], our DFPQ can
cover ne-grained locations for the segmentation details, edges, and boundaries which

include rich segmentation cues.

In addition, we propose an e cient method named High-Resolution Cross-Attention
(HRCA) to mine details for segmenting small regions from the high-resolution feature
maps (14 1=4 of the original image size). Considering performing cross-attention
on high-resolution feature maps requires a formidable amount of memory footprints
and computational complexity, e.g., 11G extra oating-point operations with an input
resolution of 512 512, we propose to encode token a nity only on the informative
areas of high-resolution feature maps that are indicated important in the low-resolution
counterparts. In this way, ne-grained details are learned e ciently with a ordable

memory and computations.

Our main contributions can be summarized as follows:

We make the pioneering attempt to present a simple yet e ective query formulation
for semantic segmentation, which provides accurate and ne-grained positional pri-
ors to localize the target segments, and mitigates the error accumulation problem

while being lightweight with little extra computation.

We propose an e cient high-resolution cross-attention layer to enrich the segmen-
tation details, which discards the semantically unimportant regions for any target
segments in the high-resolution feature maps with a ordable memory footprint

and computational cost.

Extensive experiments on ADE20K and Cityscapes datasets demonstrate that sim-
ply incorporating our DFPQ and HRCA into Mask2former [18] achieves signi cant
performance gain and outperforms the SOTA methods. For instance, ouF ocus-
A ware Segmentation (FASeg) Framework outperforms SOTA methods by 1.1%,
1.3%, and 0.9% single-scale mloU on the ADE20K [19] validation set with ResNet-

50, Swin-T, and Swin-B backbones, respectively.
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5.2 Related Work

Semantic segmentation with Transformers. The recent segmentors with Trans-
formers [239, 248{250] have pushed the horizon for semantic segmentation. In general,
these segmentors consist of three modules: a backbone, a neck, and a head. Corre-
spondingly, the recent advances can be roughly split into three orthogonal categories.
The rst category [76, 170, 249, 251{253] aims at learning more representative fea-
tures by improving the backbone, mostly by improving the self-attention mechanism in
Transformers. For example, focal self-attention [252] combines both ne-grained and
coarse-grained features in a backbone self-attention layer. To provide better multi-scale
features with neck, the second category [246, 246, 254{256] improves the feature pyra-
mid network (FPN) [257] or pyramid scene parsing (PSP) [258] structure. For instance,
SegFormer [254] simplies FPN under the Transformer backbone to achieve a better
accuracy-e ciency trade-o, and SegDeformer [246] adds external memory tokens to
preserve the global information. The third category implements the head with Trans-
former and conduct set prediction following the DETR-like end-to-end framework [16].
In DETR-like framework, target segments are represented by a set of queries. Consid-
ering the importance of providing positional priors for the queries [17, 20, 241], masked
attention [18] is proposed to restrict the cross-attention only to the local features. Our
work also aims at providing better positional priors. In contrast to [18], we follow the
recent detectors [17, 20] to provide accurate positional priors with dynamic positional
gueries rather than the learnable parameterized positional queries [16]. Di erently, our
DFPQ provides ne-grained positional priors that can cover the locations for ne seg-
mentation details, edges, and boundaries. Very recent work [250] proposes a versatile
multi-task head structure to share the mutual information among the segmentation and

detection tasks, which however, is not directly comparable to our work.

Positional encodings for Transformers. Both self-attention and cross-attention for
Transformers are permutation-equivalent. Therefore, Positional Encodings (PE) play
an essential role in introducing the order of the sequence. In general, the positional
encodings include: absolute PE that is generated with sinusoidal functions [36, 259] or
being entirely learnable parameters [25, 260]; relative PE that encodes distances between
the input tokens [261, 262]; and conditional PE, which is dynamically generatede.qg.,

PEG [247] generates positional encodings with depth-wise convolution conditioned on
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the local neighbourhood information. In the same spirit, our DFPQ is also dynamically
generated by exploring the idea of conditional encoding [263, 264], thus delivering higher
segmentation accuracy. Di erently, our DFPQ is tailored speci cally for DETR-style
semantic segmentation to learn positional priors for each target segment. In addition,
since our DFPQ is conditional on the PE for the image features, implementing it with
the more powerful PEs [247, 260] can further boost the representational capability of

our DFPQ. We investigate the e ect of di erent PE strategies in Section 5.4.2.

When solely pre-training Transformer backbones, the positional encodings are generally
seen as a part of the feature embeddings and directly be combined with patch features af-
ter patchifying the image [29, 33]. Di erently, in the cross-attention layers of DETR-like
frameworks, both the image features and the object queries require additional positional
information to provide positional priors for aggregating the query-speci ¢ context, which

we refer the readers to Section 5.3.1 for details. Recent detectors [17, 20] encode anchor
positions into positional queries. In contrast, we design a novel positional query formu-
lation for semantic segmentation to re ect regions of interest instead of anchor points

to preserve ne segmentation details.

5.3 Method

5.3.1 Preliminary: Cross-attention in DETR

Before introducing our DFPQ, we rst revisit the cross-attention layers in DETR-
like frameworks [16]. Cross-attention layer is a basic module that updates the object
gueries by aggregating the image context. Since the cross-attention layer is permutation-
invariant, both queries and keys require positional information, which introduces the
order and provides positional priors to encourage high attention scores for position-
ally important regions. Speci cally, with N, D, H and W respectively denoting the
number of queries, the hidden dimensions, the height, and the width of the image fea-
tures, we have the image feature . and their positional encodingsK , and get keys
K = K¢+ Kp, whereK 2 RPW D \We also have the object querie®Q 2 RN P, where

each query consists of a content querfQ. and a positional query Q.
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Figure 5.2: (a) Cross-attention with our dynamic focus-aware positional queries
(DFPQ). \pos" is short for positional. We show generating DFPQ in the dashed
box, where we multiply the positional encodings for the image features with the cross-
attention scores of the preceding decoder block followed by a projection functioi to
get DFPQ. Here we omit the bias terms for simplicity. (b) The overall framework for
our FASeqg is built upon Mask2former [18], which employs a Backbone to encode im-
ages, a Pixel Decoder to fuse the features under di erent resolutions, and a Transformer
Decoder to learn the representation for each target segment. We rst apply our DFPQ
in each decoder block to provide more accurate positional priors (marked with blue
arrows). Then, we further propose to incorporate our high-resolution cross-attention
(HRCA) layers to model the cross-attention between the queries and the high-resolution
feature maps (marked with red arrows). Here \Top-k" selects the top-k pixels indicated
by the cross-attention scores of the previous Transformer decoder block.

Then, the cross-attention operation can be formulated as

. KT
Crs-Attention( Q; K ; V') = softmax %F V; (5.1)

whereV 2 R"W D s also the image features in the DETR-like frameworks [16, 71, 239]
and we omit all the linear projections and bias terms for simplicity. From Eg. (5.1), we
can interpret the cross-attention as aggregating image context based on the dot-product
similarity between Q and K . Since both the content parts and the positional parts for
Q and K contribute to calculating the attention scores, similarities for both parts are
considered. Therefore, content similarity contributes to mining the correlation between
the object queries and the image features, while positional similarity provides positional

priors for each target segment.
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5.3.2 Dynamic Focus-aware Positional Queries

In this work, we aim to develop positional queries that provide e ective positional priors
under DETR-like frameworks for semantic segmentation. We argue that generating po-
sitional queries conditioned on cross-attention scores has three good properties. First,
the cross-attention scores indicate the areas with rich context and may directly re ect
the localization information for the target segments [26, 201]. Therefore, when stacking
several decoder blocks with cross-attention layers in DETR-like frameworks, the local-
ization information in the preceding block is helpful for progressively locating the target
segments in the later blocks, especially when the blocks handle features at di erent
scales [18, 255]. Second, cross-attention scores are dynamically generated. In contrast
to the content-agnostic positional queries as learnable parameters in [16], which tend to
encode statistics across the dataset and limit models' generalization capability, cross-
attention scores are conditional on each target segment re ecting the speci c contextual
locations, thereby being more accurate. Finally, the cross-attention scores can cover ne-
grained segmentation details, edges, and boundaries instead of encoding only a single

center or anchor point alike [17, 20].

Therefore, we propose to generate the positional queries conditional on the cross-attention
scores of the preceding decoder block and the positional encodings for the correspond-
ing image features, simultaneously, as shown in Figure 5.2 (a). Speci cally, since the
positional encodingsK , for the image features preserve the positional information, we
form our DFPQ by aggregating K ;, as indicated by the cross-attention scoresA in the

cross-attention layer of the preceding decoder block, which can be formulated as
Qp = h(A! 1KE, 1+ B); (5.2)

where t is the index of the t-th Transformer decoder block, At 1 2 RN HW 5 the
cross-attention scores from the {  1)-th Transformer decoder block,B 2 RN D is
learnable network parameters, andh is a two-layered MLP with ReLU non-linearity
in between. Note that the bias term B is the original randomly initialized learnable
positional queries, which we employ to stable the training in an early training stage.
In this way, we dynamically generate DFPQ to provide positional priors for the target
segments. It can also cover the ne-grained segmentation cues that are not restricted

by anchor points.
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Note that as our DFPQ directly aggregates the positional information, implementing
DFPQ with di erent K, leads to distinct behaviours. When implementingK , with the
absolute sinusoidal function, the resulting DFPQ re ects an anchor point alike [17, 20]
instead of the target areas. In this case, we implemenK , with conditional positional
encodings [247] to further encode the neighbourhood information and preserve the im-
plicit positional priors for localizing the target segments. We empirically investigate the

e ect of di erent positional encodings in Section 5.4.2.

5.3.3 E cient High-resolution Cross-attention

As demonstrated by the prior arts [255, 264], high-resolution image features are impor-
tant for segmenting small regions. However, modelling cross-attention between object
gueries and high-resolution image features requires an unbearable amount of memory
footprints and computational cost. In this case, we propose an e cient High-Resolution
Cross-Attention (HRCA) layer to mine details from high-resolution feature maps with

a ordable memory burden. Specically, we rst select the top-k pixels from the low-
resolution image features with the highest cross-attention scores for all object queries.
We then map these areas to the high-resolution feature map positions in a top-down
manner and only perform cross-attention on these positions. Formally, we rst get the
low-resolution cross-attention scoresA |, and then derive its high-resolution counterpart
An = f(A)) with bilinear upsampling operation f (). We next include the top-k pixels

in A with the highest scores into set , and the e cient HRCA can be formulated as
o !
K
HRCA(Q:K :V: ) = softmax % Vo (5.3)

whereK 9= g(K;), V%= g(V;)and gis the indexing operation. In this way, we
only perform cross-attention on the informative areas for high-resolution feature maps,

thereby saving considerable resource consumption.

Our HRCA is closely related to the previous sparse attention methods [40, 265{267]
that only attend to a part of the entire sequence. Di erently, our HRCA is specialized
to the DETR-like frameworks, which determines the informative pixels based on their
contribution to the target segments instead of the other pixels. One similar work to our
HRCA is the RCDA module [17], which is a representative sparse cross-attention method

that decouples cross-attention into a row-wise and column-wise attention to reduce the
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memory and computation cost. We include the comparison between our HRCA and

RCDA [17] in Section 5.4.2.

5.3.4 Focus-aware Segmentation Framework

We rst brie y introduce Mask2former [18], which consists of backbone, neck, and head
as introduced in Section 5.2 with the neck and head named \Pixel Decoder" and \Trans-
former Decoder”, respectively. In Mask2former, Pixel Decoder fuses the features at mul-
tiple scales following [172, 257]. Transformer Decoder cascades three blocks which model
the cross-attention between the object queries and the image features ofF32 1=32,
1=16 1=16, and 1=8 1=8 of the original image resolution, respectively. The Transformer

Decoder is repeated three times. We refer readers to [18, 71] for more details.

We develop our FASeg upon the Mask2former [18] framework by simply incorporating
our DFPQ and HRCA. The overview of our FASeg is depicted in Figure 5.2 (b). We
rst provide more accurate and ne-grained positional priors for Mask2former with
DFPQ (Section 5.3.2). We apply DFPQ in the cross-attention layers for each decoder
block to provide good positional priors for aggregating the contextual image features to
locate target segments. In this way, we progressively localize the target segments as we
go deeper in the decoder blocks. Since there are no cross-attention scores before the
rst Transformer decoder block, we obtain the DFPQ for the rst block by performing
average pooling on the predicted foreground mask from the auxiliary prediction head as
introduced in [18]. Next, we employ HRCA (Section 5.3.3) to enrich the segmentation
details with a ordable peak-time memory footprints and computational complexity. We
add a fourth decoder block equipped with HRCA to model cross-attention on the high-
resolution feature maps after the cascaded three decoder blocks that are already in
Mask2former in a top-down manner. With the two simple modi cations, our FASeg

achieves solid performance gain over the original Mask2former (See Section 5.4.1).

5.4 Experiments

Implementation details. Unless otherwise specied, we adopt the same training
settings and implementation details as in Mask2former [18]. For our e cient HRCA in

Section 5.3.3, we seleci j = bHW=32c from the low-resolution feature maps (32
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mloU mloU
Method Backbone ss. (%) ms. (%) #P #F

UperNet [268] R50 42.1 - 67 238
DeepLab V3+ [243] R50 44.0 44.9 44 177
SenFormer [240] R50 44.7 45.2 144 179
Maskformer [71] R50 445 46.7 41 53
PFD [269] R50 45.6 48.3 74 61
Mask2former [18] R50 47.2 49.2 4 71

FASeg (ours) R50 48.3 49.3 51 72
UperNet [268] Swin-T 44.4 46.1 60 236
SenFormer [240] Swin-T 46.0 - 144 179
Maskformer [71] Swin-T 46.7 48.8 42 55
PFD [269] Swin-T 48.3 49.6 74 65
Mask2former [18] Swin-T 47.7 49.6 47 74

FASeg (ours) Swin-T 49.6 51.3 54 75
SenFormer [240] Swin-B 51.8 - 204 242
Maskformer [71] Swin-B 52.7 53.9 102 195
PFD [269] Swin-B 54.1 55.3 123 206
Mask2former [18] Swin-B 53.9 55.1 107 223
FASeg (ours) Swin-B 55.0 56.0 113 225
UperNet [268] Swin-L 52.1 53.5 234 647
SenFormer [240] Swin-L 53.1 54.2 314 546
Maskformer [71] Swin-L 54.1 55.6 212 375
PFD [269] Swin-L 56.0 57.2 242 385
Mask2former [18] Swin-L 56.1 57.3 215 403
FASeg (ours) Swin-L 56.3 57.7 222 405

Table 5.1:

Performance comparisons with the state-of-the-art semantic segmentation

methods on ADE20K val [19] with 150 categories. #P and #F indicate the number
of parameters (M) and FLOPs (G). We report both single-scale (s.s.) and multi-scale

(m.s.) inference results.

Method Backbone | mloU s.s. (%) #P #F
Maskformer [71] R50 78.5 41 405
Senformer [240] R50 78.8 144 1,317

DeepLab V3+ [240] R50 79.0 - -
Mask2former [18] R50 79.4 44 526
Maskformer [71] R101 79.1 60 561
Mask2former [18] R101 80.1 67 628
SenFormer [240] R101 80.3 162 1,473

FASeg (ours) R50 80.5 67 533

Table 5.2:

Performance comparisons with the state-of-the-art semantic segmentation

methods on Cityscapesval [35]. We report single-scale (s.s.) inference results. #P
and #F indicate the number of parameters (M) and FLOPs (G).
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1=32 of the original image size). By default, we train our models with a batch size
of 16 on 8 NVIDIA V100 GPUs. We adopt ResNet [214] and Swin Transformer [25]
pre-trained backbones. For ResNet [214], we use the ResNet-50 (R50) variant. For Swin
Transformer [25], we use the Swin-T, Swin-B, and Swin-L backbones where Swin-B and
Swin-L are pre-trained on ImageNet-22k [11]. Unless speci ed, we adopt all training
settings the same as the default settings of FASeg with R50 [214] backbone on ADE20K
val [19] with 150 categories for ablation experiments. We conduct the main experiments

and ablation studies with the same seeds as Mask2former to seek fair comparisons.

Datasets. We conduct our experiments on ADE20K [19] and Cityscapes [35]. ADE

20K [19] is one of the most challenging large-scale datasets for semantic segmentation,
which covers 150 ne-grained semantic concepts, where the training set and validation
set contain 20,210 and 2,000 images, respectively. Cityscapes [35] is an urban street-
view dataset with high-resolution images from 50 cities with 19 semantic classes, which

consists of 2,975 images for the training set and 2,725 images for the validation set.

Evaluation metrics. We use single-scale (s.s.) and multi-scale (m.s.) mean Inter-
section over Union (mloU) [270] as the evaluation metric. We also compare models in
terms of their model size (number of parameters) and computational complexity with
Floating-point Operations (FLOPS) to evaluate the e ciency of these models. For ab-
lation studies on HRCA, we also show the training-time GPU memory consumption.
For ADE20K [19] and Cityscapes [35], we calculate FLOPs with xed 512 512 and
1024 2048 image size, respectively.

Compared methods. We compare our method with the SOTA semantic segmen-
tation methods, including DeepLab V3+ [243], UperNet [268], Maskformer [71], Sen-
Former [240], PFD [269] and Mask2former [18]. Among them, SenFormer [240], PFD [269]
and Mask2former [18] are the recent Transformer-based segmentors, where PFD learns
a hierarchy of latent queries to enrich the multi-scale information and SenFormer en-

sembles the multi-scale predictions. We refer the readers to Section 5.2 for more details.
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Mask2former [18] FASeg

K mloU s.s. (%) | mloU s.s. (%)
Sinusoidal [16] 47.2 46.9
Learnable absolute [260] 47.0 47.5
Conditional [247] 47.3 48.3

Table 5.3: E ect of the positional encodings K , for the image features on ADE20K
val [19] with 150 categories.

5.4.1 Main Results

We compare our FASeg with state-of-the-art semantic segmentation methods on ADE20K
val [19] and Cityscapesval [35]. The results are reported in Tables 5.1 and 5.2. We ob-
serve that on ADE20K val (Table 5.1), with a ordable number of extra parameters and
FLOPs, our FASeg consistently outperforms the SOTA methods. Speci cally, FASeg
achieves 48.3%, 49.6%, 55.0%, and 56.3% mloU for single-scale inference, outperforming
the SOTA methods by 1.1%, 1.3%, 0.9%, and 0.2% on R50, Swin-T, Swin-B, and Swin-L
backbones, respectively. The solid performance gain demonstrates the superiority of our
FASeg framework. Our FASeg has more improvements with the smaller backbone®.Q.,
R50, Swin-T, and Swin-B). We conjecture that localizing the contextural features with
smaller backbones under inferior representational capability is challenging. Nevertheless,
our DFPQ provides more accurate positional priors, which ease the localization di culty
and lead to better results. For the comparisons on Cityscapesal in Table 5.2, we ob-
serve that with the R50 backbone, our FASeg outperforms all the SOTA methods under
desirable numbers of parameters and FLOPs. Surprisingly, FASeg even outperforms the
SOTA methods employing the R101 backbone, which demonstrates the e ectiveness of
our FASeg. To further investigate the exibility and potential of our main contribution

DFPQ, we show more experiments on instance segmentation in Section C.1.

We next show some qualitative results in Figure 5.3 and nd that our FASeg provides
more accurate predictions with ner details. The improved segmentation results again
show the superiority of our DFPQ and HRCA. We include more qualitative results in

Section C.3.
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ADE20K val  Cityscapesval
DFPQ  HRCA mloU s.s. (%) mloU s.s. (%) e HE
47.2 79.4 4 71
X 47.7 80.0 44 71
X 47.6 79.8 50 72
X X 48.3 80.5 51 72

Table 5.4: Ablation study for FASeg on ADE20K val [19] and Cityscapesval [35].
#P and #F indicate the number of parameters (M) and FLOPs (G) evaluated on
512 512 images.

Method mloU s.s.(%)
Learnable positional queries 46.9
Pre-de ned grid anchor positional queries 46.6
Dynamic anchor positional queries 47.0
Dynamic foreground positional queries 47.8
DFPQ 48.3

Table 5.5: Performance comparisons between DFPQ and other positional queries
variants on ADE20K val [19] with 150 categories.

5.4.2 Ablation Study

Eect of K. We investigate the e ect of the positional encodingsK  for the image
features on ADE20k val with R50 backbone. The results are reported in Table 5.3.
We observe that di erent K, have similar performance for Mask2former [18]. However,
more powerfulK , leads to much higher performance for our FASeg. For instance, FASeg
with conditional positional encodings [247] outperforms Mask2former counterpart and
FASeg with sinusoidal positional encodings [16] by 1.0% and 1.4% mloU, respectively.
The reason is that compared to Mask2former, our FASeg additionally aggregatek | to
get DFPQ as explained in Section 5.3.2. Therefore, more powerflk , leads to a higher
representational capability of DFPQ that boosts the performance. We also nd that with
sinusoidal positional encodings, FASeg has even lower performance than Mask2former
as the DFPQ aggregated from sinusoidal positional encodings re ects a single anchor

point which cannot cover the ne-grained segmentation cues.

E ectiveness of DFPQ and HRCA. We investigate the e ectiveness of our DFPQ
and HRCA on ADE20k val and Cityscapesval with the ResNet-50 backbone. The
results are reported in Table 5.4. We observe that both DFPQ and HRCA gain clear mar-
gins from the vanilla Mask2former [18]. To be speci ¢, integrating DFPQ on Mask2former

boosts the performance by 0.5% and 0.6% mloU on ADE20kal and Cityscapesval ,
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Method mloU s.s. (%) | Training Memory (M) | #F
Vanilla 47.3 7,451 83
Random 46.7 6,343 72
RCDA 47.5 6,082 72
HRCA 48.3 6,343 72

Table 5.6: Performance comparisons between our HRCA and other e cient cross-

attention methods on ADE20K val [19] with 150 categories. #F denotes the number

of FLOPs (G). The training memory footprint (M) and FLOPs are measured under
512 512 image resolutions with a batch size of 4 on a single GPU.

respectively, with barely any extra parameter and computational cost. It is indicated
that DFPQ is lightweight and contributes largely on the performance gain. Employing
HRCA on Mask2former leads to 0.4% mloU gain on both datasets, which however, has
6M more parameters and 1G higher FLOPs. The additional parameters and FLOPs are
brought by the extra decoder layers handling high-resolution image features. Finally,
our FASeg with both DFPQ and HRCA improves 1.1% mloU for both ADE20k val and

Cityscapesval , demonstrating the superiority of our FASeg.

DFPQ vs. other positional queries. We investigate the e ectiveness of our DFPQ
and compare it with other learnable query variants on ADE20K val [19]. The results are
presented in Table 5.5. Here we adopt all the other settings the same as our FASeg with
the R50 backbone and only di er the positional queries for all the competitors. Specif-
ically, we compare with four settings: 1) learnable parameterized positional queries
that are randomly initialized [16]; 2) positional queries as the pre-de ned grid anchor
points akin to [17]; 3) positional queries dynamically generated from the center of the
foreground masks predicted by the previous layer similar to [20]; 4) positional queries dy-
namically generated from the entire predicted foreground masks. We nd that our DFPQ
outperforms all the competitors by large margins. For example, our DFPQ achieves 1.7%
and 1.3% higher mloU than the pre-de ned grid and dynamic anchor positional queries,
respectively. It is suggested that our DFPQ better suits semantic segmentation than
the other positional query variants. We also visualize cross-attention maps among the
di erent positional queries in Figure 5.4. We observe that our DFPQ (Figure 5.4 (c))
helps generate more compact and consistent cross-attention maps focusing on the tar-
get segments than the learnable parameterized positional queries (Figure 5.4 (a)) and

dynamic anchor positional queries (Figure 5.4 (b)).
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Figure 5.3: Qualitative results on the ADE20K val [19]. Compared to
Mask2former [18], our FASeg predicts masks with ner details and yields more ac-
curate predictions.

Figure 5.4: Visualizations of the cross-attention maps for learnable positional queries
([16, 18]), dynamic anchor positional queries (alike [20]) and our DFPQ. We show the
visualizations for the normalized cross-attention maps in the last three decoder blocks
and indicate the target segments in the red boxes. The cross-attention maps with
the learnable positional queries and the dynamic anchor positional queries are often
scattered without a clear focus and mix up di erent segments, while the cross-attention
maps with DFPQ are more compact and consistent to re ect the target segments.

i \ mloU s.s. (%) Training memory (M) #F

HW 47.3 7,451 83
bHW=16c 47.7 6,381 72
bHW=32c 48.3 6,343 72
bHW=64c 48.0 6,317 71

Table 5.7: Eectof j jinoure cient HRCA on ADE20K val [19] with 150 categories.
#F indicates the number of FLOPs (G).
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